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Parallel Model Soup

SOTA Reasoners Falsify <10% …

Reasoning 
helps

Early reasoners do not 
benefit from tool-use

Knowing the solution 
is not enough

Check out the preprint for more details! 

… even if they can solve almost 50% problems

Explicitly prompting it to 
“search against the correct solution 

using an input generator” helps!

Chat AgentReasoner +RandSearch +Correct 
Solution

Method and Scaffold :( :)

Prompting Tool-Use Oracle

Data Curation Process

All Steps can be done automatically and 
quality-checked by Codeforces Grandmaster
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Generate Solution… …Falsify Incorrect Solution

Our Benchmark
REFUTEing
Erroneous
Findings
Using
Targeted
Examples

✅ Fast Automated 
Evaluation

✅ Dynamically Updated 
(Live) Benchmark

✅ Challenging for 
Reasoning Agents

✅ Real-world Human 
Debugging Use-case

✅ Necessary for 
self-improvement

Science Progresses by Iteratively Improving Hypotheses…

Most current benchmarks measure 
this e.g. FrontierMath, RE-Bench Benchmarks for LM Falsification 

capability are neglected…
But isn’t verification easier than generation anyway?

For algorithmic coding problems, we find NO!

The model has to output a program 
that generates the counterexample. 
Allows arbitrary algorithmic logic!
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Deepseek V3 10.8 2.7 3.7 4.0 3.7 15.1

Claude 3.5 6.6 4.6 3.0 $$$ 2.2 $$$

Claude 3.7 ? 8.0 7.5 $$$ 3.4 $$$

Flash 2.0 (Think) ? 2.1 2.5 3.7 2.5 7.7

Deepseek R1 44.0 5.8 8.6 4.0 4.6 9.9

O3-mini (high) 48.7 9.3 8.6 8.3 9.3 $$$

Main Results!
Concepts Tested

So in summary… 

Want to evaluate your model? 
Our data, code is public!
Coming soon on LiveCodeBench

In the era of LLM-generated papers…
LLM Falsification will be a necessity…

This capability might be lagging behind!*computed based on 
reported elo

Not a long-context 
length issue


