
Depth Image Representation for Image Based Rendering

A Thesis submitted in partial fulfillment of the
requirements for the degree of

Master of Science (by Research)

in
Computer Science

by

Sashi Kumar Penta
200399003

sashikumar@iiit.ac.in

International Institute of Information Technology
Hyderabad, INDIA

July 2005



To My Parents



Copyright c
�

Sashi Kumar Penta, 2005

All Rights Reserved



INTERNATIONAL INSTITUTE OF INFORMATION TECHNOLOGY
Hyderabad, India

CERTIFICATE

It is certified that the work contained in this thesis, titled “Depth Image Representation for Image Based
Rendering” by Sashi Kumar Penta, has been carried out under my supervision and it is not submitted
elsewhere for a degree.

Date Advisor: P. J. Narayanan



Acknowledgments

First, I would like to thank my advisor, Prof. P J Narayanan, who gave me the opportunity to work in
a very interesting area, image based rendering. He gave me lot of support and freedom to try various
methods in the process of developing solutions to the problems solved during my Masters. He is in-
volved in teaching me, starting from reading the literature efficiently and effectively, writing reports and
giving technical presentations. He has given a lot of valuable personal advice to steer my career in right
track.

I would like to thank members of the CVIT lab for all the fun I had with them in various meetings,
discussions and get togethers. Especially, I would like to thank Uday Kumar Visesh, Soumyajit Deb
and Karteek Alahari, who were involved in discussions, editing and writing this thesis. I would like to
thank Soumyajit, Karteek and Kiran Varanasi for tirelessly reading and correcting this thesis.

I would like to thank the Interactive Visual Media group of Microsoft Research for the dance sequence;
Cyberware for the male model used in this thesis; Vamsi Krishna for building the table sequence model,
which is used to generate the synthetic depth images; Sireesh reddy, who helped me in coding and
experimenting algorithms developed in this thesis; and Shekhar Dwivedi for implementing and experi-
menting on the Graphics Processing Unit.

I would like to thank my friends, Ravi, Satish, Siva, Hari, Sunil Mohan, Kalyan, Nishkala, Sri Lakshmi,
Vandana and others for their encouragement and help.

Finally I would like to thank my parents and family for their love and support.

v



Contents

Chapter Page

1 Introduction ����������������������������������������������������������������������������������� 1
1.1 Background . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 1

1.1.1 Notation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 2
1.1.2 Imaging . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 2
1.1.3 Calibration . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 3
1.1.4 Relationship with Graphics camera . . . . . . . . . . . . . . . . . . . . . . . 4
1.1.5 3D from depth . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 5
1.1.6 3D Reconstruction from 2D images . . . . . . . . . . . . . . . . . . . . . . . 5

1.2 Problem . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 6
1.3 Contributions . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 8
1.4 Outline of the Thesis . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 8

2 Image Based Rendering ����������������������������������������������������������������������� 9
2.1 Rendering with no geometry . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 10

2.1.1 Light field and Lumigraph Rendering . . . . . . . . . . . . . . . . . . . . . . 11
2.1.2 Concentric mosaics . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 12
2.1.3 Image based priors . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 13

2.2 Rendering with implicit geometry . . . . . . . . . . . . . . . . . . . . . . . . . . . . 15
2.2.1 View interpolation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 15
2.2.2 View Morphing . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 15
2.2.3 Trilinear Tensors . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 16

2.3 Rendering with explicit geometry . . . . . . . . . . . . . . . . . . . . . . . . . . . . 16
2.3.1 3D warping . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 17
2.3.2 Layered Depth Images (LDI) . . . . . . . . . . . . . . . . . . . . . . . . . . . 17
2.3.3 Image-Based Visual Hulls (IBVH) . . . . . . . . . . . . . . . . . . . . . . . . 17
2.3.4 View Dependent Texture Mapping (VDTM) . . . . . . . . . . . . . . . . . . . 18
2.3.5 Unstructured Lumigraph Rendering (ULR) . . . . . . . . . . . . . . . . . . . 19

2.4 Summary . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 22

3 Depth Image Representation for IBR ����������������������������������������������������������� 23
3.1 Representation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 23
3.2 Construction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 23
3.3 Rendering . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 27
3.4 Compression . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 28
3.5 Advantages of Depth Image Representation . . . . . . . . . . . . . . . . . . . . . . . 28

vi



3.6 Summary . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 29

4 Rendering ������������������������������������������������������������������������������������� 30
4.1 Rendering one Depth Image . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 30

4.1.1 Splatting . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 30
4.1.2 Implied Triangulation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 31

4.2 Subsampling the Depth Image . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 32
4.3 Rendering Multiple Depth Images . . . . . . . . . . . . . . . . . . . . . . . . . . . . 33

4.3.1 Pixel Blending . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 34
4.3.2 Blend Function . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 35

4.4 GPU Algorithm . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 37
4.5 Results . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 39
4.6 Summary . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 41

5 Representation ��������������������������������������������������������������������������������� 42
5.1 Efficient Hole Free Representation . . . . . . . . . . . . . . . . . . . . . . . . . . . . 43
5.2 Locality . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 45
5.3 Summary . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 46

6 Compression ����������������������������������������������������������������������������������� 48
6.1 LZW Compression . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 49
6.2 JPEG Compression . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 50
6.3 Compressing Multiple Depth Maps . . . . . . . . . . . . . . . . . . . . . . . . . . . . 51

6.3.1 Geometry Proxy . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 51
6.3.2 Computing Geometry Proxy . . . . . . . . . . . . . . . . . . . . . . . . . . . 53
6.3.3 Compression of Residue Images . . . . . . . . . . . . . . . . . . . . . . . . . 54
6.3.4 Progressive Representation and Compression . . . . . . . . . . . . . . . . . . 54
6.3.5 Evaluation of Compression . . . . . . . . . . . . . . . . . . . . . . . . . . . . 54

6.4 Results . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 55
6.4.1 Polygonal Proxy . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 55

6.4.1.1 Lossy Compression . . . . . . . . . . . . . . . . . . . . . . . . . . 55
6.4.1.2 Progressive Representation . . . . . . . . . . . . . . . . . . . . . . 55

6.4.2 Ellipsoid Proxy . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 58
6.5 Summary . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 61

7 Conclusions ����������������������������������������������������������������������������������� 62
7.1 Future Work . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 63

Appendix A: Shader Code ��������������������������������������������������������������������� 65

Bibliography ��������������������������������������������������������������������������������������� 68

vii



List of Figures

Figure Page

1.1 The rotation and translation between the world and camera coordinate frames. . . . . . 3
1.2 3D from depth . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 5
1.3 Triangulation to find the 3D point . . . . . . . . . . . . . . . . . . . . . . . . . . . . 6
1.4 Describes the problem of generating novel image (labeled with ’?’) from the input views

1 to 4. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 7
1.5 An example input views set for the figure. 1.4 is shown here, and their corresponding

depth maps were shown below. In the middle shows a possible novel view for the input
views. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 7

2.1 IBR bridges the gap between Computer Vision and Computer Graphics [40] . . . . . . 9
2.2 Continuum of IBR techniques [57] . . . . . . . . . . . . . . . . . . . . . . . . . . . . 10
2.3 4D Representation of light field . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 11
2.4 Visualization of light field. Each image in the array represents the rays arriving at one

point on the uv plane from all the points on the st plane, as shown left. [32] . . . . . . 12
2.5 Images synthesized with the light field approach. [32] . . . . . . . . . . . . . . . . . . 12
2.6 Top 3 rows show three examples of CMs. Bottom row shows two novel views rendered

using above CMs. [56] . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 13
2.7 Images rendered using (a) Maximum-likelihood view (each pixel is coloured accord-

ing to the highest mode of the photoconsistency function), (b) Texture prior. Note the
significant reduction in high frequency artifacts compared to (a). (c) shows the ground
truth and (d) shows the difference between (b) and (c) [12]. . . . . . . . . . . . . . . . 14

2.8 Novel views synthesized from different view points [12]. . . . . . . . . . . . . . . . . 14
2.9 First and last images are input. Intermediate views are generated using view morphing

technique. [54] . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 15
2.10 First two images are input. Next three views are generated using technique discussed in

[2]. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 16
2.11 Visual Hull - an approximate geometric representation of an object formed by the inter-

section of silhouette cones. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 18
2.12 Results showing the depth maps of the computed visual hulls and the corresponding

renderings from the same viewpoint. [38] . . . . . . . . . . . . . . . . . . . . . . . . 18
2.13 Model is shown to left, and novel view shown to right is generated using the model and

three input images. [11]. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 19
2.14 When a desired ray passes through a source camera center, that source camera should

be emphasized most in the reconstruction. This case occurs for cameras ���	�
���
�
��� , and��� . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 20

viii



2.15 Angle deviation is a natural measure of ray difference. Interestingly, as shown in this
case, the two plane parameterization gives a different ordering of ”closeness.” Source
camera ��� ’s ray is closer in angle to the desired ray, but the ray intersects the camera
(s,t) plane closer to ��� . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 20

2.16 When cameras have different views of the proxy, their resolution differs. Here cameras��� and ��� see the same proxy point with different resolutions. . . . . . . . . . . . . . 21
2.17 First, shows virtual view of a 200 image lumigraph taken with a tracked camera, Second,

shows a 36-image lumigraph and its associated approximate geometry and Third, shows
virtual view of a 200-image lumigraph. [4]. . . . . . . . . . . . . . . . . . . . . . . . 21

3.1 Texture and depth map from four viewpoints of a synthetic scene and two views of a
real scene. Depth map is shown immediately below the corresponding image. . . . . . 24

3.2 Stereo geometry. The figure shows two identical parallel cameras with focal length�
and at a distance � to each other. The disparity of a scene point � of depth � is������� �!�#"$� � �&%&� . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 25

3.3 Figure shows the range scanner acquiring range maps and its triangulation. [9] . . . . . 26
3.4 Left image shows when rendered with single Visible Surface Model (VSM), Right im-

age shows when rendered with multiple VSMs. [43] . . . . . . . . . . . . . . . . . . . 26
3.5 Shows the input image (left) along with view (right) of the reconstruction from the same

view point. The reconstructed model is computed using 100 input images. [30] . . . . 27

4.1 Rendered views of the real scene (left) synthetic scene (right) using splatting for rendering. 31
4.2 Rendered views of the real scene (left) synthetic scene (right) using implied triangula-

tion for rendering. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 32
4.3 Rendered views of the real scene (left) synthetic scene (right), after subsampling the

Depth Image by a factor of 2 and using implied triangulation for rendering. . . . . . . 33
4.4 Different cases for view generation. See text for details. . . . . . . . . . . . . . . . . . 33
4.5 Hole-free, merged versions of views shown in Figures 4.1, 4.2 and 4.3. Left column

uses splatting, middle column uses triangulation and last column subsamples the Depth
Image by a factor of 2 and uses triangulation for rendering. . . . . . . . . . . . . . . . 34

4.6 Blending is based on angular distances . . . . . . . . . . . . . . . . . . . . . . . . . . 35
4.7 Weights of different cameras at 4 points shown. X axis gives Depth Image number and

Y axis its weight . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 36
4.8 Flow chart for complete rendering . . . . . . . . . . . . . . . . . . . . . . . . . . . . 37
4.9 Pass 1 of GPU Algorithm . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 38
4.10 Pass 2 of GPU Algorithm . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 39
4.11 A few new views of the synthetic and real scenes. . . . . . . . . . . . . . . . . . . . . 40
4.12 Mismatch in colour between two views results in artificial edges and other artifacts in

the generated view. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 41

5.1 Holes of Depth Image 2 is projected on 1 and 3 . . . . . . . . . . . . . . . . . . . . . 43
5.2 Novel views that are local to the given input views will have better quality compared to

non local ones. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 45
5.3 [left - right] novel views rendered - starting from A to B . . . . . . . . . . . . . . . . . 46

ix



5.4 Shows the plots when the noise in the depth maps varied. Plots are shown for 5%,
15% and 30% multiplicative errors. Initiallly when the views are close to A, the quality
(PSNR) of the views is high as it goes away from A, it gradually decreases and when it
reaches close to B, the quality of the views increases. . . . . . . . . . . . . . . . . . . 47

6.1 Geometry is used to predict the image [35]. . . . . . . . . . . . . . . . . . . . . . . . 49
6.2 [left - right, top - bottom] Novel views of the scene rendered with different quality

factors [10, 20, 70 and 100] of JPEG compression. . . . . . . . . . . . . . . . . . . . 50
6.3 The geometry proxy ' (an ellipsoid in this case) represents common structure. It is

projected to every depth image. The difference in depth between the proxy and the
scene is encoded as the residue at each grid point of each depth map. . . . . . . . . . . 52

6.4 [left - right, top - bottom] Novel views of the scene rendered with different quality
factors [10, 20, 70 and 100] of JPEG compression. Edginess around the face due to
JPEG compression decreases with increase in the quality factor. . . . . . . . . . . . . 56

6.5 [left - right, top - bottom] Novel views of the scene rendered when 0, 4, 7 and 12 bits
from residues are added to the base depth map computed from polygonal proxy with
294 faces. Addition starts with the most significant bit. Rendering quality improves as
the number of bits increases. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 58

6.6 [left - right, top - bottom] Novel views of the scene rendered when 0, 3, 6 and 12 bits
from residues are added to the base depth map computed from polygonal proxy with
36 faces. Addition starts with the most significant bit. The neck region shows quick
improvements with addition of more bits. . . . . . . . . . . . . . . . . . . . . . . . . 59

6.7 [left - right, top - bottom] Novel views of the scene rendered when 0, 2, 3, 4, 5 and
12 bits from residues are added to the base depth map computed from ellipsoid proxy.
Addition starts with the most significant bit. Ears are shown multiple times when 0
and 2 bits are used, as ellipsoid proxy is not very accurate representation of the model.
Improvement is shown when more bits are added. . . . . . . . . . . . . . . . . . . . . 59

6.8 [left - right, top - bottom] Models constructed when 0, 2, 3, 4, 5, 6, 7 and 8 bits are used
to represent residues computed using ellipsoid proxy for the bunny model. . . . . . . . 60

x



List of Tables

Table Page

4.1 Using Graphics Processing Unit, rendering speed is increased by 2.5 times . . . . . . . 39

5.1 Efficient Hole Free Depth Image Representation . . . . . . . . . . . . . . . . . . . . . 43
5.2 Table shows the decrease in the quality of views initially, when novel views go far from

A and increase when it reach close to B. This table is shown for 10% multiplicative
errors introduced to the depth maps. . . . . . . . . . . . . . . . . . . . . . . . . . . . 46

6.1 Compression ratios obtained using LZW compression on depth maps. . . . . . . . . . 49
6.2 The compression ratio and PSNR for different quality factors of JPEG compression of

residue images. Results for the table sequence. . . . . . . . . . . . . . . . . . . . . . 51
6.3 The compression ratio and PSNR for different quality factors of JPEG compression of

residue images. Results for the male model using a polygonal proxy, with 294 faces. . 56
6.4 Compression ratio and PSNR for progressive addition of bits from residues to the base

depth map computed from the proxy. Addition starts with the most significant bit. Re-
sults for the male model using polygonal proxy, with 294 faces. . . . . . . . . . . . . 57

6.5 Compression ratio and PSNR for progressive addition of bits from residues to the base
depth map computed from the proxy. Addition starts with the most significant bit. Re-
sults for the male model using polygonal proxies, with i) 36 faces and ii) 2366 faces. . 57

6.6 Compression ratio and PSNR for progressive addition of bits from residues to the base
depth map computed from the proxy. Addition starts with the most significant bit. Re-
sults for the male model using ellipsoid proxy. . . . . . . . . . . . . . . . . . . . . . . 60

6.7 The compression ratio when different number of bits are used to represent the residues
for the bunny model using ellipsoid proxy. . . . . . . . . . . . . . . . . . . . . . . . . 61

xi



Abstract

Conventional approaches to render a scene require geometric description such as polygonal meshes,

etc and appearance descriptions such as lights and material properties. To render high quality images

from such descriptions, we require very accurate models and materials. Creating such accurate geo-

metric models of real scenes is a difficult and time consuming problem. Image Based Rendering (IBR)

holds a lot of promise for navigating through a real world scene without modeling it manually. Different

representations have been proposed for IBR in the literature. In this thesis, we explore the Depth Image

representation consisiting of depth maps and texture images from a number of viewpoints as a rich and

viable representation for IBR.

We discuss various aspects of this Depth Image representation including its capture, representation,

compression, and rendering. We present algorithms for efficient and smooth rendering of new views us-

ing the Depth Image representation. We show several examples of using the representation to model and

render the complex scenes. We present a fast rendering algorithm using Depth Images on programmable

GPUs. Compression of multiple images has attracted lot of attention in the past. Compression of mul-

tiple depth maps of the same scene has not been explored in the literature. We propose a method for

compressing multiple depth maps in this paper using a geometric proxy. Different quality of rendering

and compression ratios can be achieved by varying different parameters. Experiments show the effec-

tiveness of the compression technique on several model data.
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Chapter 1

Introduction

Image Based Rendering (IBR) has attracted much attention in the past decade. The potential to produce
new views of a complex scene with the realism impossible to achieve by other means makes it very
appealing. IBR aims to capture an environment using a number of (carefully placed) cameras. Any
view of the environment can be generated from these views subsequently.

Traditionally, three-dimensional computer graphics is the problem of rendering images from geometric
models of objects. On the other hand, one important problem in computer vision is the opposite problem
of generating geometric models from image(s). Computer graphics and computer vision can be consid-
ered to be complimentary in this respect, as the output of one field serves as input to the other. Texture
mapping, which is a primitive type of image based rendering, is used to add photorealism. Acquiring
accurate models and colours is inherently a very difficult problem in computer vision. IBR is a field
which combines these two fields, to generate novel views by taking the best from both computer vision
and computer graphics.

1.1 Background

Constructing 3D models has been the primary focus of computer vision techniques, while rendering
these 3D models is the focus of computer graphics techniques. 3D can be recovered from images using
various methods in computer vision. Calibration is the first step to construct 3D and which involves
the computation of the camera matrix which tells where a 3D point projects to in the image. Stereo
correspondence can be used to recover 3D. Many other methods exist to recover 3D such as shape from
motion, shape from focus, shape from defocus, shape from silhouettes usually grouped as shape from
X. Some of these methods like stereo, used to recover 3D, are computed only for particular view points.
Volumetric merging techniques [9, 68] are used to combine these partial 3D structures recovered from
different view points. These methods could result in too many polygons which have to be simplified into
a small number of polygons using mesh simplification methods. Details about the imaging, calibration
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and recovering 3D are given in the rest of this section.

1.1.1 Notation

A point in 2D space is represented by a pair of coordinates ( � �*),+ in - � and in homogeneous co-
ordinates as a 3D-vector. An arbitrary homogeneous vector representative of a point is of the form. � ( � �/� � �
� � �/+10 , represents the point ( � �
% � �
� � �2% � �2+ in - � . Similarly a point in 3D space is rep-
resented by the triplet (43 �657�
��+ in - � and in homogeneous coordinates as a 4D-vector. Points in the
2D image plane are written using boldface lower case letters . , 8 , 9 , etc, and in Cartesian coordinate
system as :. , :8 , :9 , etc. 3D points are written using boldface capital letters ; , < , = , etc, and in Cartesian
coordinate system as :; , :< , := , etc. Matrices are represented in bold face capital letters > , � , ?!�A@ , B ,
etc.

1.1.2 Imaging

A camera maps a 3D world point to a 2D point in image. If the world and image points are represented
by homogeneous vectors, then the mapping between their homogeneous coordinates can be expressed
as . � >C; (1.1)

where, ; represents world point by the homogeneous vector (43D�65��
�E�/F2+ 0 , . represents image point as
a homogeneous 3-vector, and > represents a G$HJI homogeneous camera projection matrix. Camera
matrix > can be written as > � @LK BLM&N/O
where @ � PQRTS UWV#XY Z V\[Y Y F ]&^_
is G`HaG intrinsic matrix consisting of internal parameters S � Z � U � VbX and V\[ , B is G`HaG rotation ma-
trix and N is GcHdF translation vector. The augmented matrix K BeM/N&O is the extrinsic matrix. > has 11
degrees of freedom, out of which 5 come from @ , 3 from B (rotations about three axes f X �6f [ and f	g
respectively) and 3 from N ( h X �*h [ and hig ).B and N represent the rotation and translation of the camera with respect to the world coordinate system
as shown in the figure 1.1. If ;Dj*k2l is the coordinates of a point expressed in the camera coordinate
system and @ the intrinsic matrix, the projection can be written as . � @CK mnM�opOq; j*k2l . If :r , :;
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Figure 1.1 The rotation and translation between the world and camera coordinate frames.

and :;$j*k2l are the camera center, coordinates of X in world coordinates and in camera coordinates
respectively, then :; j*k2l can be written as:; j*k2l � B}( :; � :r +
In homogeneous coordinate system ; j*k2l ��~�B � B :rY F � ;
Now the projection can be written as. � @�K m�M�opOq; j*k2l � @�K m�M�opO ~�B � B :rY F � ;. � @�BeK m�M � :r Oq; � @�K BeM � B :r Oq; � @�K BeM/N&Oq;
where the translation vector N is

� B :r .

1.1.3 Calibration

Camera calibration is the process of estimating the matrix > as shown in Equation 1.1. Many meth-
ods [34, 63, 67, 69, 72] have been proposed in literature to calibrate cameras. Most methods [20, 64, 67]
involve estimating components of > matrix using a linear or non-linear optimization technique, given
sufficient matching points . in image and ; in the 3D world. The > matrix is factored into @ , B
and N using the input information. Tsai [67] proposed a two stage camera calibration technique. In
the first stage, computation of camera’s external position and orientation relative to the object reference
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coordinate system is performed. In the second stage the focal lengths and lens distortion coefficients
are computed. Another popular method proposed by Zhang [72] is a flexible camera calibration tech-
nique, which only requires the camera to observe a planar pattern shown at a few (at least two) different
orientations. Some methods [13, 19, 29, 42] use known geometric shapes, such as straight lines, circles,
known angles and lengths in the scene to calibrate cameras.

1.1.4 Relationship with Graphics camera

In Computer Vision, camera projects a 3D point in the world coordinate system to a 2D point in the
image coordinate system. Given a 2D point in the image, there is no simple way of estimating the actual
3D coordinates in the world. Essentially, depth information is lost in this process. In homogeneous
coordinate system, camera matrix will be a G�H�I matrix, which maps a 3D point to 2D point.

In Computer Graphics, the projection is similar to the process in Computer Vision. In addition, it also
stores depth in normalized form, which is used in hidden surface elimination using the � -buffer. Since
a 3D point is mapped to another 3D point in the canonical coordinates, camera matrix is a I`H�I matrix
in Computer Graphics.

Many applications require the conversion between graphics camera and vision camera and vice versa.
In the camera matrix of the form >��&�	� � @D�/�	��K2Bc�&�
��M/N2�&���7O , the augmented matrix K BeM&N/O is the
Extrinsic Calibration Matrix. Conversion from vision camera to graphics camera requires the addition
of one extra row to it. Extrinsic matrix in vision camera transforms homogeneous 3D points in the world
coordinate system to Cartesian 3D points in the camera coordinate system. If we add a vector K Y�Y�Y F�O 0
as the last row to the extrinsic matrix, it can be used to transform homogeneous 3D points in the world
coordinate system to homogeneous 3D points in the camera coordinate system. This matrix in graphics
terminology is called Viewing matrix ? 1. Matrix ? can be computed from the extrinsic matrix K B�M&N&O
as ? ��~ B NY Y Y F � �
Similarly, intrinsic matrix @ �/�	� can be converted into I�H�I matrix as shown below. This I�H�I matrix
is called as projection matrix � in graphics terminology and can be given by:

� � PQQQQR � �*� � �1� Y � �*�� ��� � �*� Y � �*�Y Y �����/���
 �	�,� � �&��	�,�� ��� � �*� � F � �*�
]&^^^^_ �

1In OpenGL, both modelling and viewing are combined into the same matrix called Model View matrix.
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Where
�

and ¡ represent front and near planes of viewing volume defined for the graphics camera and� F in the last row tells that camera is viewing in negative � -direction as in OpenGL. Computer graphics
matrix ¢ �/�	� is the product ��? . Projection of 3D world point ; in homogeneous coordinate system
using graphics camera can be written as < � ¢ �2��� ;
Conversion from graphics camera to vision camera is easy. We just need to reverse the above process,
i.e, we need to drop last row from the viewing matrix ? to get the extrinsic matrix K/B£N7O , third row and
third column from projection matrix � to get the intrinsic matrix @ .

1.1.5 3D from depth

A point . in an image, corresponding to the pixel (u,v), can correspond to many 3D points in the world.
The ambiguity in determining the correct 3D point can be resolved by using depth � of the pixel . ,
which is the distance along the principal axis from the camera center to the 3D point ; which projects
to . , as shown in the figure 1.2. Given � and the calibration matrix > , the corresponding 3D point ;
can be given by: ��( . �6��+ � ��(4¤¥�*¦\�6��+ �§r�¨ ��> � . � (1.2)
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Figure 1.2 3D from depth

Where ��( . �6��+ and ��(4¤¥�*¦\�6��+ represent the 3D point for the pixel (u,v), > � is the pseudo inverse of >
such that >µ> � � m �&�
� and

r
is the camera center, which can be computed from the right null space

of its camera matrix > . When depth for every pixel is available, we can use ��(4¤¶�*¦·+ to represent a 3D
point corresponding to ��(4¤¥�*¦\�6¸¹(4¤¶�*¦·+*+ , where ¸¹(4¤¶�*¦·+ depth at (4¤¶�*¦p+ .
1.1.6 3D Reconstruction from 2D images

Several methods are used for depth recovery from images. These include depth from stereo, shape
from focus, shape from defocus, structure from motion, shape from silhouettes, shape from shading,
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etc. Triangulation is a standard method to find the 3D point from the corresponding 2D points in two
images. A point º in one image corresponds a ray in space passing through camera center. Clearly
the camera center

r � is a point on this ray and > � � º is the point at infinity in that direction. The
3D points on this ray can be written as

r � ¨ � � > � � º , where � � is the depth of the point. Ambiguity
in determining the 3D point on the ray can be resolved using another camera. If point » in the second
image corresponding to the same 3D point, another 3D ray, with points given by,

r$¼,¨ �2�&> �¼ » contains
the point. These rays will intersect at the point that is projected at º and » as shown in the Figure 1.3.
If �½� or ��� is known, then one can compute the 3D point from

r � ¨ �¾�
> � � º or
r�¼�¨ �2�/> �¼ » . Other

wise, �2¿ ’s can be computed from the following equation:r � ¨ �½�À> � � º �§r�¼�¨ ���/> �¼ »7� (1.3)

Equation 1.3 gives 3 equations in 2 unknowns �p� and ��� if calibration parameters
r � , r�¼ , > � and > ¼

are known.

Á¥ÁÂ Ã¥ÃÄ¥Ä Å¥ÅÆ¥Æ
Ç¥ÇÈ

É¥ÉÊ
C1

C 2

X (3D world point)

a b

Figure 1.3 Triangulation to find the 3D point

1.2 Problem

Given input views as a combination of depth map and texture image (this combination is referred as
Depth Image [36, 50]) from selected view points, the problem is to compute the image from any other
arbitrary view point. Figure. 1.4 describes the problem of computing the novel image with ’?’ written
on top when input views 1 to 4 are given from other view points.

The input to the problem can look like those shown in Figure 1.5 for the input views 1 to 4 in the Fig-
ure 1.4, with images shown on top and corresponding depth maps shown below. The novel view to be
rendered between the given input views 2 and 3 is like the one shown in the middle of the Figure 1.5.
The goal is to generate the new view that is of high quality, hole-free, and conforms to what a camera
placed there would see. The information in all the input Depth Images should be used to generated the
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?
input view 1

input view 2 input view 3

input view 4

Scene

Figure 1.4 Describes the problem of generating novel image (labeled with ’?’) from the input views 1
to 4.

Input views 1 and 2 Input views 3 and 4novel view 

Figure 1.5 An example input views set for the figure. 1.4 is shown here, and their corresponding depth
maps were shown below. In the middle shows a possible novel view for the input views.

new view and the process should be done efficiently on existing graphics hardware.

Our representation of IBR consists a set of depth images Ë , each depth image ¸�mÍÌ consists of depth map¸nÌ , texture image m2Ì and calibration >ÎÌ which will be in the form of (ÐÏnÌÐ�ÑB$ÌÐ�ÒN�ÌÓ+ . Where Ï�Ì is the
intrinsic matrix, BnÌ is the rotation matrix and N
Ì is the translation vector. For a particular pixel Ô , ¸!Ì1(ÕÔÖ+
is the depth and m2Ì×(ÕÔÖ+ is the colour of the pixel Ô .

Goal: Given a set of depth images Ë�Ø2¸aÌ×�6m/ÌÐ�À>TÌ×Ù , Ú � F
�ÀÛÜ�&�������6Ý and an arbitrary view point > � (ÐÏ �6B �*N	+ ,
compute the m and ¸ corresponding to the camera > , i.e for each pixel (u,v) in the new view, computem (u,v) and ¸ (u,v) given the set Ë .
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1.3 Contributions

In this thesis, we study important aspects of the Depth Image representation from the point of view of
IBR. We show that it is a rich and viable representation and can be used to generate high quality image
based renderings of the environment from depth images. We show results of applying it on synthetic
scenes and real scenes involving complex viewpoints. We also propose a method for compressing mul-
tiple depth maps using geometric proxy.

The main contributions of this thesis are

1. Analysis of Depth Image representation from the point of view of image based rendering.

2. Algorithms for efficient and smooth rendering of new views using the Depth Image representation.

3. Fast rendering algorithm using Depth Images on programmable GPUs.

4. Novel method for compressing multiple depth maps for IBR using a geometric proxy.

1.4 Outline of the Thesis

A review of image based rendering techniques is given in Chapter 2. Three aspects of Depth Images are
discussed later: Representation (Chapters 3 and 5), Rendering (Chapter 4) and Compression (Chapter
6). Chapter 3 briefly introduce the Depth Image Representation for IBR. Chapter 4 describes algorithms
to render the novel views from different view points. Chapter 5 explains how this Depth Image represen-
tation is a rich and viable representation for IBR. Chapter 6 gives a review of multi-view compression
techniques, a study of compressing depth images and a novel method for compressing multiple depth
maps for IBR using proxy. We conclude in Chapter 7 with a summary and a discussion of possible
directions for future work.
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Chapter 2

Image Based Rendering

Image based rendering techniques, unlike traditional three-dimensional computer graphics, uses images
as their fundamental representation. Images are taken as reference, in place of 3D geometry to synthe-
size novel views. Traditionally, Computer Graphics and Computer Vision have been considered to be
complementary problems. IBR schemes try to bridge this gap between them 2.1.

Figure 2.1 IBR bridges the gap between Computer Vision and Computer Graphics [40]

As a consequence of this, Image-Based Rendering approaches have received much attention recently [57,
58]. These techniques avoid the construction of accurate 3D models. Instead, they use a collection of
sample images for rendering novel views. They also capture reflectance models which are more difficult
to construct, when compared to geometric models. Some IBR approaches also use geometry informa-
tion in the rendering process.
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Traditional graphics has found appplications in CAD, Engineering, games, design etc. Synthetic models
that are often inspired by real objects had widespread use in graphics. IBR extends the same to models
constructed from real worlds. The problem of constructing novel views from existing images is moti-
vated by various applications in sports broadcast, computer games, TV advertising, and entertainment
industry. A user may create walkthroughs by generating virtual view of the scene without actually mod-
eling the geometry. In sports broadcast, many input views will be used to generate a new view where one
(e.g. the referee) can inspect for events such as fouls in case of ambiguity. In movies, time freeze effects
such as the ones shown in the movie Matrix are easily created using image based rendering techniques.

Different internal representations are used by different IBR methods. These techniques can be broadly
classified into three categories. One, involving no geometry such as Plenoptic Modeling [41], Light
field [5,15,22,32,61], Concentric Mosaics (CMs) [56] and Panoramic image mosaics [8,65]. Two, with
implicit geometry such as View Interpolation [7], View morphing [54], View synthesis using stereo [51]
and View Transfer methods [2, 31]. Three, with explicit geometry such as 3D warping techniques [40,
44], Layered Depth Images (LDIs) [16], Relief textures [45], Multiple-center-of-projection images
(MCOPs) [47], Light fields with geometry [15, 27] View dependent texture mapping (VDTM) [10],
View dependent geometry [46], Unstructured lumigraph rendering (ULR) [4] and Visual Hulls [38,70].
In fact there exist a continuum of IBR techniques with the amount of geometry used as shown in the
figure 2.2.

ÞßÞßÞßÞßÞßÞßÞßÞßÞßÞßÞßÞßÞßÞßÞàßàßàßàßàßàßàßàßàßàßàßàßàßàßàáßáßáßáßáßáßáßáßáßáßáßáßáßáßáßáâßâßâßâßâßâßâßâßâßâßâßâßâßâßâ ãßãßãßãßãßãßãßãßãßãßãßãßãßãßãäßäßäßäßäßäßäßäßäßäßäßäßäßäßäNo Geometry implicit geometry explicit geometry
Rendering with Rendering with Rendering with

Light field Lumigraph LDIs Texture−mapped models
Concentric Mosaics

Mosaicking
Transfer methods
View morphing

View interpolation

3D warping

Less Geometry More Geometry

View−dependent geometry
View−depndent texture

Figure 2.2 Continuum of IBR techniques [57]

2.1 Rendering with no geometry

IBR techniques where no geometry is used followed the philosophy of generating new views purely
from images. These include methods that represent the scene as a collection of rays, which in the most
general case produced the Plenoptic function [1]. A Plenoptic function is a 7-D function defined as
the intensity of light rays passing through the camera center at every 3-D location (×å X �
å [ �
å g + at every
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possible angle (Õf·�
æç+ , for every wavelength è , at every time h as shown in the Equation 2.1.éÒê � é (×å X �
å [ �
å g �6f·�
æ¶�
è��*h6+ (2.1)

This 7-D Plenoptic function is difficult to capture and store. A new view is generated by picking an
appropriate subset of rays from

é ê
[15, 32, 41, 56]. Many techniques discussed in this section use a low

dimensional representation of the Plenoptic function. McMillan and Bishop’s Plenoptic Modeling uses a
5-D Plenoptic function [41], Light field [32] and Lumigraph [15] use a 4-D Plenoptic function, Concen-
tric Mosaics use a 3-D Plenoptic function and 2-D Panoramas [65] use 2-D Plenoptic function. These
methods require a large number of input views – often running into thousands – for modeling a scene
satisfactorily. This makes them practically unusable other than for static scenes. The representation is
also bulky and needs sophisticated compression schemes.

2.1.1 Light field and Lumigraph Rendering

Levoy et al. [32] and Gortler et al. [15] presented similar IBR techniques, light field rendering and
lumigraph rendering respectively. In these techniques, the novel view stay outside the convex hull (or
simply a bounding box) of an object. This simplifies 5D Plenoptic function

éìë � é (×å X �
å [ �
å\g
�6f·�
æç+to a 4D Plenoptic function
é � as shown in equation 2.2. Where (×å X �
å [ �
å,g2+ and (Õf·�
æç+ represents every

possible camera location and every possible angle the camera can look at respectively.é � � é (4¤¥�*¦\� U �*h*+ (2.2)

where (4¤¥�*¦p+ and ( U �*h*+ parameterize two parallel planes of the bounding box, as shown in Figure 2.3. To

Object

light ray

L(u,v,s,t)

u

v

s

t

Figure 2.3 4D Representation of light field

have a complete description of the Plenoptic function for the bounding box, six sets of such two-lanes
are needed.
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Figure 2.4 Visualization of light field. Each image in the array represents the rays arriving at one point
on the uv plane from all the points on the st plane, as shown left. [32]

A special camera setup is used to obtain uniformly sampled images for obtaining light fields. Figure 2.4
shows one such 4D light field constructed, which can be visualized as a uv array of st image. To reduce
the size of the light field, vector quantization (VQ) techniques are used. Using VQ techniques, one can
achieve random access, which is particularly very useful to render arbitrary views.
Lumigraphs can be constructed from the images from arbitrary view points unlike Light fields. They
use re-binning [15] process to convert into 4-D representation. It is shown that sampling density can be
greatly reduced using approximate geometry in the construction of Lumigraphs. Some of the images
synthesized using light field rendering are shown in Figure 2.5.

Figure 2.5 Images synthesized with the light field approach. [32]

2.1.2 Concentric mosaics

Plenoptic function can be further simplified by imposing more constraints on the placing of the input
cameras. If we restrict to stay outside convex hull, we have a 4-D light field. If we restrict the input
cameras to lie on concentric circles, we have a 3-D Plenoptic function. Shum et al. [56] proposed
Concentric mosaics, which are popular because they are easy to capture by simply spinning a camera
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on a rotatory table. Like light-fields, the amount of data required to store is very large. MPEG-like [59]
algorithms are used to compress this data which support random access of CMs. Figure 2.6 shows three
concentric mosaics obtained, and rendered novel views using these concentric mosaics in the bottom
row.

Figure 2.6 Top 3 rows show three examples of CMs. Bottom row shows two novel views rendered using
above CMs. [56]

2.1.3 Image based priors

Fitzgibbon et al. [12] addresses the problem of image synthesis from a novel viewpoint, given a set of
images from known views. Unlike many methods in IBR, the problem is posed in terms of reconstruc-
tion of colour. This approach appears to result in better quality views compared to other algorithms that
lose out on high frequency details by trying to get rid of the inherent ambiguity in the reconstruction
process. One of the main contributions of this work is that the new views are constrained to lie in an
image space built on texture statistics of the set of input images.

Given a set of images 2D images íî� to í � , the objective is to synthesize a virtual image ï . ð�¿*( � �*),+
and åß( � �*),+ denote the color of the pixel ( � �*),+ in the images íÒ¿ and ï respectively. The paper presents
a method to infer the most likely rendered view ï given the input images íì� to í � . In the Bayesian
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framework this problem can be looked upon as maximizing V (4ï�M6í��&�&�����Ðí � + . Bayes’ rule givesV (4ï�M6í � �&�����Ðí � + � V (ñíÑ�&�&�����Ðí � M/ïE+ V (4ïE+V (ñíÑ�&�&�����Ðí � +
where V (ñíÑ�&�&�����Ðí � M/ïE+ is the likelihood that the given input images could have been observed if ï were
the image from novel viewpoint and V (4ïE+ denotes the apriori information about the novel view. As
in other likelihood maximization methods, the denominator (which remains constant for a given set) is
ignored and the quasi-likelihood ò·(4ïE+ is used.ò·(4ï�+ � V (ñíÑ�&�&�����Ðí � M/ï�+ V (4ïE+V (ñíÑ�&�&�����Ðí � M2ï�+ can be intuitively understood as the standard photoconsistency constraint [30, 55]. The
generated views are constrained to lie in a real image space by imposing (texture) prior V (4ï�+ on them.
Some of the results using this method are shown in Figures 2.7 and 2.8.

Figure 2.7 Images rendered using (a) Maximum-likelihood view (each pixel is coloured according to
the highest mode of the photoconsistency function), (b) Texture prior. Note the significant reduction
in high frequency artifacts compared to (a). (c) shows the ground truth and (d) shows the difference
between (b) and (c) [12].

Figure 2.8 Novel views synthesized from different view points [12].

14



2.2 Rendering with implicit geometry

This class of techniques produce new views of scenes given two or more images of it [2, 7, 54]. They
use point-to-point correspondence, which contained all the structural information about the scene. They
do not explicitly compute depth from the correspondences and simply use these correspondences for
rendering views. New views are computed based on direct manipulation of these positional corre-
spondences, which are usually point features. Transfer methods, a special category of methods using
implicit geometry, are characterized by the use of relatively small number of images and use geometric
constraints to reproject image pixels appropriately for the novel views. The geometric constraints can be
in the form of known depth values at each pixel, epipolar constraints between pair of images, or trilinear
tensors that link correspondences between triplet of images.

2.2.1 View interpolation

Chen et al. [7] proposed the view interpolation method, which takes two input images and dense op-
tical flow between them to generate novel images. Flow fields are computed using standard feature
correspondence techniques in case of real images and by using known depth values in case of synthetic
images. Their algorithm works well when the two input views are close by. This method is aimed at
improving the speed of novel views rendered in the case of synthetic environment where the depths are
available.

2.2.2 View Morphing

Seitz et al. [54] proposed the view morphing technique to reconstruct any novel view from point lying
on the line joining two camera centers of the original cameras. They showed that intermediate views are
exactly a linear combination of the original input views, when these views are perpendicular to camera
viewing direction. This method assumes that the original input images are parallel. If not a pre-warp
step is used to rectify them so that corresponding scan lines are parallel. Finally, a post-warp step is
applied to un-rectify these intermediate views. Figure 2.9, shows the intermediate views generated from
the two images at the beginning and at the end.

Figure 2.9 First and last images are input. Intermediate views are generated using view morphing
technique. [54]
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2.2.3 Trilinear Tensors

Shashua et al. [2] proposed a method that uses algebraic constraints on views, to produce novel views.
A trifocal tensor ó , which is a G�HJG�H!G array of 27 entries, links point correspondences across three
images. For a given virtual camera position and orientation, a new tensor is computed using the original
tensor. Novel views can be created using this new tensor ó and point correspondences in reference
images using the relation 2.3. V ¿ U2ôõ ó õÀö¿ � V\÷ ÷ ö (2.3)

Where V ÷ ÷ is the point in the novel image which corresponds to V and V ÷ in reference images and U ôõ are
two arbitrary lines (with ø � Y and ø � F ) passing through V ÷ . The first two images in Figure. 2.10 are
input images and the rest three are novel views.

Figure 2.10 First two images are input. Next three views are generated using technique discussed in
[2].

2.3 Rendering with explicit geometry

The use of approximate geometry for view generation was a significant contribution of Lumigraph ren-
dering [15]. The availability of even approximate geometry can reduce the requirements on the number
of views drastically. View-dependent texture mapping [10] uses known approximate geometry and se-
lects textures relevant to the view being generated to model architectural monuments. Unstructured
Lumigraph [4] extends this idea to rendering using an unstructured collection of views and approximate
models. The Virtualized Reality system captured dynamic scenes and modeled them for subsequent
rendering using a studio with a few dozens of cameras [43]. Recently, a layered representation with full
geometry recovery for modeling and rendering dynamic scenes has been reported by Zitnick et al. [73].

In this class of techniques, a direct 3D information is used to render the novel views. This 3D informa-
tion could be depth along the line of sight as in the case of depth images [40, 44] and Layered Depth

16



Images [16] or as 3D coordinates. As the amount of geometry increases the number of input views
required will decrease to have a particular quality of novel views [6].

2.3.1 3D warping

3D warping techniques [40, 44] can be used to render from a nearby view point when the depth infor-
mation is available. Novel images can be rendered by computing 3D points from the depth maps and
projecting them onto the novel view point. The problem in these methods is how to fill the holes. Splat-
ting techniques can be used to fill in the small holes. These holes are due to the difference of sampling
resolution between novel view and input views, Or with the disocclusion, where parts of the scene are
not seen in the input image but by the output image.

2.3.2 Layered Depth Images (LDI)

Shade et al. [16] proposed Layered Depth Image to deal with such disocclusions described above. In-
stead of storing only one depth that is visible from the particular view point, LDIs store all the depths
and colors along the line of sight, where it intersects with the scene. An LDI is a view of the scene
from a single input camera view, but with multiple pixels along each line of sight. Its size grows only
linearly with the observed depth complexity in the scene. McMillan’s warp ordering algorithm can be
successfully adapted without the � -buffer, when pixels in the output image are drawn in back-to-front
order.

2.3.3 Image-Based Visual Hulls (IBVH)

Gortler et al. [38] proposed Image-Based Visual Hulls (IBVH), is an efficient approach used to shade
visual hulls from silhouette image data. This approach does not suffer from the computation complexity,
limited resolution, or quantization artifacts of previous volumetric methods. The algorithm takes advan-
tage of epipolar geometry to achieve a constant rendering cost per pixel. The intersection of silhouette
cones defines an approximate geometric representation of an object is called the Visual Hull as shown
in Figure 2.11. Visual Hull distinguishes regions of 3D space where an object is and is not present. It
always contains the object and is an equal or tighter fit compared to the object’s convex hull.

Image based Visual Hull is shaded using the reference images as textures. At each pixel, the reference-
image textures are ranked from “best” to ”worst” according to the angle between the desired viewing ray
and rays to each of the reference images from the closest visual hull point along the desired ray. Some of
the novel views rendered in a graphics environment, are shown in Figure 2.12. The algorithm is limited
to rendering convex surface regions. Furthermore, it needs accurate segmentation of foreground and
background elements.
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Figure 2.11 Visual Hull - an approximate geometric representation of an object formed by the intersec-
tion of silhouette cones.

Figure 2.12 Results showing the depth maps of the computed visual hulls and the corresponding ren-
derings from the same viewpoint. [38]

2.3.4 View Dependent Texture Mapping (VDTM)

The primitive version of adding photorealism is to use texture maps for the models. This is suitable for
synthetic scenes, where CAD models are generated and then texture maps are assigned to the polygonal
faces. For real environments, this process of modeling and assigning is not easy. 3D scanners or
Computer Vision techniques can be used to generate the models. As we know, Models acquired using
such methods may not be accurate. In addition, it is difficult to capture visual effects such as highlights,
reflections, and transparency using a single texture mapped model. Debevec et al. [11] proposed an
efficient view dependent texture mapping technique, which can be used to generate novel views given
an approximate geometry and input images. This method uses projective texture mapping of the images
onto the approximate geometry. Figure. 2.13 shows the model(left) and the generated view(right) using
this technique.
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Figure 2.13 Model is shown to left, and novel view shown to right is generated using the model and
three input images. [11].

2.3.5 Unstructured Lumigraph Rendering (ULR)

Buehler et al. [4] described an image based rendering technique which generalizes many current image
based rendering techniques, including lumigraph rendering and view dependent texture mapping. Their
technique renders views from an unstructured collection of input images. Input to their algorithm is a
collection of source images along with their camera pose estimates and approximate geometry proxy.
They defined a set of goals - use of geometric proxy, epipole consistency, minimal angular deviation,
continuity, resolution sensitivity and equivalent ray consistency [4] - to achieve the generalization. Some
of these goals are further elucidated here.

Epipole consistency: When a desired ray passes through the center of projection of the original camera
then that ray’s color should be taken as it is, to the novel view as shown in the Figure. 2.14. Light field
[32] and Lumigraph [15] algorithms maintain this property. It is very surprising to note that most of
the rendering techniques where explicit geometry is used, do not ensure this property. However, if the
accuracy of the geometry increases, it will reach epipolar consistency.

Minimum angular deviation: If one needs to choose among multiple input images for a particular
desired ray, the natural and consistent measure of closeness should be used as shown in Figure. 2.15. In
particular, source image rays with similar angles to the desired ray should be used when ever possible.
It is very interesting to note that light field and lumigraph techniques may not select the angles based on
this criteria. As shown in Figure. 2.15, the ”closest” ray on the (s,t) plane is not necessarily the closest
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Figure 2.14 When a desired ray passes through a source camera center, that source camera should be
emphasized most in the reconstruction. This case occurs for cameras �����
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Figure 2.15 Angle deviation is a natural measure of ray difference. Interestingly, as shown in this case,
the two plane parameterization gives a different ordering of ”closeness.” Source camera � � ’s ray is
closer in angle to the desired ray, but the ray intersects the camera (s,t) plane closer to ��� .
one measured in angle. Most of the techniques where explicit geometry is used are consistent with this
measure.

Continuity: When a desired ray is at infinitesimal small distances from the previous ray, then the
reconstructed colour of this ray should have approximately same colour as the previous ray. It is very
important to avoid spatial artifacts in case of static scenes and both spatial and temporal artifacts in the
case of dynamic scenes. Some methods with explicit geometry such as VDTM [11] do not ensure this
property completely.

Resolution sensitivity: The intensity of a pixel in an image is an integral over a set of rays subtending
a small solid angle. So, as the distance from the scene to the camera increases the error in the colour
obtained at a particular pixel increases. This is shown in Figure. 2.16. For example, if a source camera,
is far away from an observed surface, then its pixels represent integrals over large regions of the surface.
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If these ray samples are used to reconstruct a ray from a closer view point, an overly blurred reconstruc-
tion will result. The weighing has to be assigned in such a way that, the views close to the scene should
get higher weightage. Light field and lumigraph may not need to ensure this property, because the input
views are roughly located at the same distance.
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Figure 2.16 When cameras have different views of the proxy, their resolution differs. Here cameras ���
and � � see the same proxy point with different resolutions.

At one extreme, when regular and planar input camera positions are used, their algorithm reduces to lu-
migraph rendering and at the other extreme, when presented with fewer cameras and good approximate
geometry, their algorithm reduces to view dependent texture mapping. Figure. 2.17 shows some results
obtained using this method.

Figure 2.17 First, shows virtual view of a 200 image lumigraph taken with a tracked camera, Second,
shows a 36-image lumigraph and its associated approximate geometry and Third, shows virtual view of
a 200-image lumigraph. [4].

21



2.4 Summary

Several approaches have been suggested for IBR. Many methods use exact or approximate geometry
for rendering. There seem to exist a tradeoff between the number of images required and the amount of
geometric information available.
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Chapter 3

Depth Image Representation for IBR

We are now ready to discuss depth image representation for IBR. In the previous chapter, we discussed
many image based rendering techniques. In this chapter we describe the notation that will be used in
the later chapters and discuss issues such as representation, construction, rendering and compression.
Finally we describe the advantages of Depth Image representation for IBR as compared to other IBR
techniques that we discussed in the previous chapter.

3.1 Representation

The basic representation consists of an image and a depth map aligned with it, along with the camera
calibration parameters. The depth is a two-dimensional array of real or integer values, with location(4Ú6�1ûÜ+ storing the depth or normal distance to the point that projects to pixel (4Ú6�1û�+ in the image. Figure
3.1 gives images and depth maps for synthetic and real scenes from different viewpoints. Closer points
are shown brighter.

Depth and texture can be stored essentially as images in memory and disks. The depth map contains real
numbers whose range depends on the resolution of the structure recovery algorithm. Images with 16
bits per pixel can represent depths up to 65 meters using integer millimeter values which could suffice
in most situations. The depth images need to be handled differently as they do not carry photometric
information. Each Depth Image needs 21 numbers to represent calibration information, since 9 numbers
are needed to represent the GDHüG intrinsic matrix and 12 numbers are needed to represent the GnH¹I
extrinsic matrix.

3.2 Construction

Computer vision provides several methods to compute such structure of visible points, called the 2- �� D
structure, using different clues from images. Motion, shading, focus, interreflections, etc., have been
used to this end, but stereo has been most popular. Traditional stereo tries to locate points in multiple
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Figure 3.1 Texture and depth map from four viewpoints of a synthetic scene and two views of a real
scene. Depth map is shown immediately below the corresponding image.

views that are projections of the same world point. Triangulation gives the 3D structure of the point after
identifying it in more than one view. Volumetric methods turn this approach round and map each world
volume cell or voxel to the views in which it is visible [30]. Visual consistency across these cameras
establishes the voxel as part of a visible, opaque surface. Recovering such geometric structure of the
scene from multiple cameras can be done reliably today using stereo [53]. Range scanners using lasers,
structured lighting, etc., can also be used to detect structure.

The Depth Image can be created using a suitable 3D structure recovery method described above. Mul-
ticamera stereo remains the most viable option as cameras are inexpensive and non-intrusive. A cali-
brated, instrumented setup consisting of a dozen or so cameras can capture static or dynamic events as
they happen. Depth map can be computed for each camera using other cameras in its neighbourhood
and a suitable stereo program. The camera image and calibration matrix complete one Depth Image.
This is repeated for all cameras resulting in the Depth Image representation of the scene.

The process of estimating depth from a pair of 2D images with different view points is called stereo
vision or stereopsis. The change of image location of a scene point � for two identical parallel cameras
is shown in the figure 3.2. Let Ô " and Ô � be the projections of � in left and right image respectively,�

be the focal length and � be the baseline (i.e distance between two cameras). If
�Ò"

and
�ç�

are the
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coordinates of the points Ô " and Ô � respectively, then from similar triangles, we can get the following
equations ��"� � 3 �
and �ç�� � 3 ¨ �� � (3.1)

The disparity
�
, which is the change in image location is����� � �!� " � � ��ýþ
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Figure 3.2 Stereo geometry. The figure shows two identical parallel cameras with focal length
�

and at
a distance � to each other. The disparity of a scene point � of depth � is

�����Ñ�D�¹�#"c� � � %&� .

Finding the point correspondences such as Ô " and Ô � is called the correspondence problem. Corre-
spondence problem is the process of finding for each point in one image, the matching point in the other
image. This problem is hard. Difficulties exist in matching due to ambiguity such as repetitive patterns,
uncertain intensity values due to noise introduced by the imaging process. If the scene is not lambertian,
the problem becomes harder, since the brightness of a pixel depends on the angle of observation which
is different for two images. Even when the lambertian assumption holds, matching points can have
different intensities if the cameras differ in bias, i.e., constant additive and/or multiplicative intensity
factors.

Many stereo algorithms have been proposed to reduce the ambiguity in determining the correspon-
dences. These techniques can be classified into two types, one - feature-based stereo algorithms,
two - area-based stereo algorithms. Feature-based stereo algorithms deal only with points that can

25



be matched unambiguously, i.e first extract points of high local information such as edges and cor-
ners and then restrict their correspondence search to those pre-selected features. Area-based stereo
algorithms [25, 26, 37, 52] consider large image regions that contain enough information to yield unam-
biguous matches. This approach has the advantage of yielding a dense disparity map, which is suitable
for IBR. More than two images are used in multiframe stereo to increase the stability of algorithms [26].
Disparity maps which result using these algorithms may not be accurate, since the approximations used
to match the points may not be the result of the actual correspondences.

Figure 3.3 Figure shows the range scanner acquiring range maps and its triangulation. [9]

To compute correspondences, instead of using brightness or color information of pixels which have diffi-
culty in establishing correspondences, active sensors are used. Active sensors use laser beams to project
on the scene, which are easy to detect in an image. Figure 3.3 explains how to acquire a range map
using triangulation. The uncertainty, � X , in determining the center of pulse results in range uncertainty,
�\g along the laser’s line of sight. Range images are typically formed by sweeping the sensor around the
object. Many algorithms [9, 21, 49, 62, 68] have been proposed to merge multiple range images into a
single description of the surface.

Figure 3.4 Left image shows when rendered with single Visible Surface Model (VSM), Right image
shows when rendered with multiple VSMs. [43]
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Virtualized reality [43] is a technique to create virtual worlds out of dynamic events using densely
distributed stereo views. The texture image and depth map for each camera view at each time instant
are combined to form a Visible Surface Model (VSM) which is used to render novel views. Using one
VSM, there could be some parts not seen by the given VSM, which will result in holes. Multiple VSMs
are used to fill these holes. Figure 3.4 shows the rendered views using one VSM and multiple VSMs.

Figure 3.5 Shows the input image (left) along with view (right) of the reconstruction from the same
view point. The reconstructed model is computed using 100 input images. [30]

Space carving techniques [3, 30] were proposed to construct models from set of N photographs. These
techniques start with some initial volume ï that contains the scene, and then iteratively remove portions
of that volume until it converges to the photo hull, ï
	 , which is the union of all photo-consistent [30]
shapes. In Figure 3.5, on right shows one such reconstruction of hand from about 100 photographs of a
hand sequence from the same view point as the input image on the left.

3.3 Rendering

The depth map gives a visibility-limited model of the scene and can be rendered easily using graphics
techniques. Texture mapping ensures that photorealism can be brought into it. Rendering the scene
using multiple depth images, however, requires new algorithms. Rendering can be done using splatting
or implied triangulation. In splatting the point cloud from the depth maps is rendered as point-features.
In implied triangulation, triangles are formed from the neighbouring pixels in the grid and rendered.
If one depth image is used to render, this will result in holes. Multiple depth images are used to fill
in those holes. However this might result in a case where parts of the scene have contribution from
multiple depth images. What should be done in such cases? In chapter 4 we discuss in detail algorithms
to render these depth images, where these special cases are handled.
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3.4 Compression

The image representation of the depth map may not lend itself nicely to standard image compression
techniques, which are psychovisually motivated. The scene representation using multiple Depth Images
contains redundant descriptions of common parts and can be compressed together. We discuss com-
pressing these depth maps using standard techniques such as LZW and JPEG and compare the quality
of rendered novel views by varying the quality factors of JPEG. Multiview compression of texture im-
ages can be performed by exploiting the constraints between views such as disparity, epipolar constraint,
multilinear tensors, etc. Multiview compression of the depth maps has not been explored much in the
literature. We propose a method for compressing multiple depth maps. In chapter 6, we explain these
compression techniques in detail.

3.5 Advantages of Depth Image Representation

Depth Image representation is useful for the following reasons.

1. The number of input views required is reasonable. Other IBR techniques where no geometry is
used such as Light field and Concentric Mosaics run to hundreds or thousands of input views.
Caputre, Storage and retreival are difficult when such large number of input views are used.

2. The state-of-the-art in 3D structure recovery using multicamera stereo remains the most viable
option as cameras are inexpensive and non-intrusive. This makes it possible to capture depth
images of dynamic events from many vantage points satisfactorily. On the other hand constructing
Light fields and other representations is very difficult for dynamic scenes, since the camera has to
move around the scene to construct them.

3. The models generated from depth images are compatible with standard graphics tools. Thus,
rendering can be done effectively using standard graphics hardware. In Light fields, constructing
novel view involves search in a collection of rays for each pixel in the novel image and cannot
be done easily using standard graphics hardware. Other IBR algorithms use rendering algorithms
that can not exploit the high speed graphics hardware available today.

4. The amount of time taken to render novel views is reasonable, as graphics hardware and algo-
rithms can be used.

5. The novel view point is not restricted and can be anywhere in the seen. Others, such as view
morphing limit the novel view point to the line joining the camera centers of the input views.

6. The visibility-limited aspect of the representation provides several locality properties. A new
view will be affected only by depths and textures in its vicinity. This increases the fidelity of the
generated views even when the geometric model recovered is inexact. This point will be explored
in Chapter 5.
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3.6 Summary

Depths Image are easy to construct. New images can be constructed using few Depth Images. New
image generated using Depth Image representation take advantage of standard graphics techniques.
Compression of multiple depth images is possible.
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Chapter 4

Rendering

Depth map component of Depth Image can be treated like a graphics model and can be rendered as in
standard graphics. Texture image component of Depth Image can be used as standard textures in graph-
ics. In this chapter we explain our rendering algorithm used. We first explain using single depth image
with splatting, where the point clouds from depth images are rendered as point features for geometry,
and with implied triangulation where the triangles are formed with the neighbours in the pixel grid are
drawn as geometry. Photo realism is added using texture mapping to this geometry.

Due to the lack of complete information in a single depth image will result holes in the novel view. We
use multiple depth images to fill in these hole regions. When parts of the scene in the novel view could
be seen from multiple depth images, we use blending in those parts, which gives better results. Blending
involves the computation weights for each depth image for each pixel in the novel view, which is a very
costly operation. We use GPU algorithms to improve the efficiency of our rendering algorithm.

4.1 Rendering one Depth Image

A depth map represents a cloud of 3D points and can be rendered using one of these two ways using a
standard graphics system. First method is to use splatting and the second method is to use implied tri-
angulation. In each case, the underlying model is visibility limited since the cloud of points is visibility
limited. We explain our rendering algorithm on rendering single depth image and later we explain how
multiple depth images can be used to fill the holes produced using a single depth image. In the following
sections we explain splatting and implied triangulation using one Depth Image.

4.1.1 Splatting

The point cloud can be splatted or rendered as point-features. Splatting techniques broaden the indi-
vidual 3D points to fill the space between points. The colour of the splatted point is obtained from the
corresponding image pixel. Splatting has been used as the method for fast rendering, as point features

30



are quick to render [48].

Figure 4.1 Rendered views of the real scene (left) synthetic scene (right) using splatting for rendering.

For every pixel Ô = (u,v) in the depth image ¸�m
Ì we render the 3D point corresponding to this pixel��(4¤¥�*¦p+ as a point primitive with the color from m
Ì×(4¤¥�*¦p+ . This 3D point ��(4¤¥�*¦p+ projects to < �¢ �2��� ��(4¤¥�*¦p+ , with the graphics camera ¢ �/�	� corresponding to the novel view. The pixel coordinates
corresponding to < � (Õ5¥�/�65����65��
�65#�/+ ÷ are ( � �*)·+ � (Õ5¶��%Ü5#�½�65#�/%Ü5#��+ and the depth in z-buffer corre-
sponds to the value � � (Õ5ç�/%Ü5#��+ . In splatting, instead of rendering one pixel at ( � �*),+ with the colorm/Ì×(4¤¥�*¦p+ , we render as many pixels as are in square of size � , center being ( � �*)·+ with same color and
depth. Depth test is enabled, which ensures only pixels closer to the camera are visible.

The disadvantage of splatting is that holes can show up where data is missing if we zoom in much.
Figure 4.1 shows the results of rendering the Depth Image from a viewpoint using single pixel splatting.
The holes due to the lack of information can be seen as “shadows”, for example of the vertical bar on
the table top. For a given depth image of size � H!Ý , splatting would take 
�(�� Ý!+ time, since for
every pixel (i.e for �§Ý pixels), 3D point is splatted in the novel view.

4.1.2 Implied Triangulation

The pixel grid of Depth Image provides a regular, dense, left-to-right and top-to-bottom ordering in X
and Y directions of the point cloud. These points are sufficiently close to each other in 3D except the
places where depth discontinuities are involved. A simple triangulation can be imposed on the point
cloud as follows: Convert every Û�HJÛ section of the depth map into 2 triangles by drawing one of the
diagonals.

For every pixel Ô = (u,v) in the depth image ¸�m	Ì , two triangles ( ��(4¤¶�*¦·+
�6��(4¤ ¨ F
�*¦p+
�6��(4¤¥�*¦ ¨ F2+ ) and
( ��(4¤¶�*¦ ¨ F2+
�6��(4¤ ¨ F
�*¦p+
�6��(4¤ ¨ F
�*¦ ¨ F2+ ) with the corresponding colors from m	Ì are drawn. These
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triangles are projected to the graphics camera ¢ �2��� , Points inside these triangles are interpolated and
assigned with the interpolated colors.

Figure 4.2 Rendered views of the real scene (left) synthetic scene (right) using implied triangulation for
rendering.

When there is a large depth difference between neighbour pixels, we say that there is a depth disconti-
nuity in these pixels. These depth discontinuities are due to the parts not seen in the given image but
in the novel image. Triangles containing depth discontinuity are the hole regions in the novel view,
which could be later filled by other depth images. So, these triangles should not be drawn. The depth
discontinuities are handled by breaking all edges with large difference in the � -coordinate between its
end points and removing the corresponding triangles from the model. Triangulation results in the inter-
polation of the interior points of the triangles, filling holes created due to the lack of resolution. The
interpolation can produce low quality images if there is considerable gap in the resolutions of the cap-
tured and rendered views, such as when zooming in. This is a fundamental problem in image based
rendering. Images of Figure 4.2 have been rendered using this approach. Holes due to shift in viewpoint
can be seen on the computer screen and on the people at the back. For a given depth image of size
� H�Ý , triangulation would take 
`(��§ÝJ+ time, since for every pixel (i.e for �§Ý pixels), two triangles
are drawn.

4.2 Subsampling the Depth Image

The regular grid of the Depth Image makes it easy to reduce the model complexity. Subsampling the
grid will reduce the number of primitives to be drawn. The reduction in detail is blind and not geometry
driven. A hierarchy of representations is possible with the maps subsampled by different factors. Sub-
sampling can have a serious impact when splatting as no interpolation is performed. Splatting involves
less rendering resources and the need for subsampling may be felt less. Figure 4.3 shows the same
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Figure 4.3 Rendered views of the real scene (left) synthetic scene (right), after subsampling the Depth
Image by a factor of 2 and using implied triangulation for rendering.

viewpoints rendered after subsampling the Depth Image by a factor of 2 respectively in the X and Y
directions. The overall quality is passable, but small features like the chair back has been affected badly.

4.3 Rendering Multiple Depth Images

����
��

�� ����
��������

���� ������

 � !"�"#�#

novel view

view 2

point A

view 3

view 4

point B
view 1

$�$%

&'

Figure 4.4 Different cases for view generation. See text for details.

Each Depth Image can be mapped to a new view using splatting or implied triangulation. The generated
view will have holes or gaps corresponding to the part of the occluded scene being exposed in the new
view position. These holes can be filled using another Depth Image that sees those regions. Parts of the
scene could be visible to multiple cameras. The views generated by multiple Depth Images have to be
blended in such cases. The general situation is shown in Figure 4.4. Both hole filling and blending can
be considered together as the merging of multiple views.
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Figure 4.5 Hole-free, merged versions of views shown in Figures 4.1, 4.2 and 4.3. Left column uses
splatting, middle column uses triangulation and last column subsamples the Depth Image by a factor of
2 and uses triangulation for rendering.

The colour and the depth values of each pixel of the new view are available from each Depth Image.
The first task is to fill the holes in one view using the others. Each pixel of the new view could contain
colour and � values from multiple Depth Images. For example, point A and point B of Figure 4.4 map to
the same pixel. The closest point is the correct point and should be chosen to provide colour. In general,
when ¡ Depth Images map to a pixel, they should be merged based on the closest � value in the new
view. The conventional z-buffering algorithm can be used for this and can take advantage of hardware
acceleration. When a portion of the scene is part of multiple Depth Images, the � -buffer values will be
close, as for point B using views 1 and 2. The colour value from any view can be given to the pixel.
Blending the colour values will provide better results as the viewpoint shifts. Buehler et al. present a
detailed discussion on blending different colour estimates at each pixel due to different views in their
paper on Unstructured Lumigraph Rendering [4]. The weights assigned to each view should reflect its
proximity with the view being generated. We present a discussion on blending in the section 4.3.1.
Figure 4.5 shows the blended versions of new views given in Figures 4.1, 4.2 and 4.3.

4.3.1 Pixel Blending

Consider each input Depth Image that contributes a colour to a pixel of the novel view. Its contribution
should be weighted using a proximity measure of the imaging ray of that Depth Image to the imaging
ray in the new view. Several proximity measures could be used for this. We use one derived from
angular distance between the two imaging rays as shown in Figure 4.6. The blend function is applied
independently on each pixel. The blend function should result in smooth changes in the generated view
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as the viewpoint changes. Thus, the views that are close to the new view should get emphasized and
views that are away from it should be deemphasized.

Figure 4.6 Blending is based on angular distances

4.3.2 Blend Function

As shown in Figure 4.6, h � and hi� are the angular distances at a pixel for Depth Images from C1 and C2.
Several proximity measures can be defined using these angles. For every pixel (4¤¶�*¦·+ in the novel view,
we take the 3D point ��(4¤¥�*¦p+ closer to the novel view camera center that are projected from many views
and maintain the list of input views that are close to the point ��(4¤¶�*¦·+ . Blending for these input views
is computed as follows. If � is the 3D point for which the blending is to be computed, angular distanceh ¿ can be computed from the dot product of two rays ( () � � � ¸ ) and ( () Ì � � ��r Ì ) as *,+.-/-1032�( 45.6 45879 45 9:9 45 7 9 + .
Where ¸ and

r Ì ’s are camera centers of desired camera and input cameras respectively. Exponential
blending computes weights as � ¿ �<; �>=�?A@ where Ú is the view index, h ¿ is the angular distance of view Ú ,
and �E¿ is the weight for the view at that pixel. The constant B controls the fall off as the angular distance
increases. Input views for which h6¿
CED¶%
Û are eliminated as they view the scene from the other side.
In practice, B � F or B � Û have been found to work well. Cosine weighting uses ��¿ � -1032GF#h ¿ for a
suitable HJI Û .
The �E¿ values are sorted and the top

�
values are chosen for blending as long as the weight is above a

threshold. These
�

weights are normalized at each pixel by dividing by their sum to yield � ÷¿ values.
The colour assigned to a pixel is K ¿ � ÷¿ B�¿ where B ¿ is the colour at the pixel due to the view Ú and � ÷¿ is
the normalized weight for it. We found that

��� G or
��� I work quite well.

Figure 4.7 shows the relative contributions of different Depth Images for 4 points marked on the new
view. The Depth Images that are close to the new viewpoint are emphasized in general, but the effect of
occlusions can be perceived in the selection of the cameras.
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Algorithm 1 Rendering Algorithm

for each Depth Image
�

that is on the same side do
1. Generate the new view using

�
’s depth and texture.

2. Read back image and � buffers.
End for
for each pixel Ô in the new view do

3. Compare the � values for it across all views.
4. Keep all views with the nearest � value within a threshold.
5. Estimate the angles for each Depth Image to 3D point xV6. Compute the weights of each Depth Image model.
7. Assign the weighted colour to pixel Ô .

End for
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Figure 4.7 Weights of different cameras at 4 points shown. X axis gives Depth Image number and Y
axis its weight

To summarize the whole process, given n depth images and a particular novel view point, first we find
the depth images on the “same side“ of the novel view point. Depth images are considered to be on
“same side”, when the angle subtended at the center of scene with depth image’s camera center and
novel view camera center is less than particular angle (threshold). Novel views are generated using
these depth images. Now for each pixel Ô in the novel view, we compare the � -values across all these
novel views and keep the nearest � -values within threshold. Weights are computed using blending for
each pixel Ô as described in the section 4.3.1. The complete rendering algorithm is given in Algorithm
1. Flow chart for this algorithm is given in Figure 4.8. Blending is done in all the places where ever
there is a contribution from multiple depth images, which is a costly operation. It can be limited to the
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Figure 4.8 Flow chart for complete rendering

borders of the holes, if one of the given depth image acts like a reference image to the novel view and
others are used to fill these holes.

4.4 GPU Algorithm

Graphics Processing Units (GPUs) have become extremely powerful and cheap over the past decade.
The computation power available on a GPU is orders of magnitude higher than the power available on
CPUs costing the same amount today. GPUs are optimized to perform Graphics computations such as
transformations, scan conversion, etc.

The recent generation of GPUs have two programmable units called vertex shaders and pixel shaders can
be used for computations that extend the graphics models in several ways. Vertex shader replaces the
hardware ’Transformation and lighting’ with a computer program that run on a graphics card, executed
once for every vertex. Pixel shader replaces the hardware ’Texturing and colouring’ with a computer
program that run on a graphics card, executed once for every pixel. Cg (C for graphics) is a higher level
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language that can be used to write such shaders.

Algorithm 2 GPU Rendering Algorithm

for each Depth Image
�

that is on the same side do
1. Render the new view using

�
’s depth a little behind with depth testing and depth writing enabled.

End for

for each Depth Image
�

that is on the same side do
2. Render the new view using

�
’s depth and texture with depth testing enabled and depth writing

disabled.

For each pixel that is written to the novel view, blending weight is computed using the angle
formed by the three points camera center of depth image, 3D point of this pixel and the
camera center of the novel view at the 3D point in the world.

End for

Rendering algorithm 1, discussed in the above section is implemented on CPU. This would be slow
because for the blending process we need to read back image and � buffers from frame buffers. We can
make use of the GPU algorithms to avoid this. We have implemented a two pass GPU Algorithm for
this rendering process. Detailed algorithm is given in Algorithm 2.

Depth maps

Calibration

Compute 3D −
world points (x,y,z) 

Transform into

direction (X, Y, Z)
novel view 

Update 
Z with Z + Delta Render

novel view point

Figure 4.9 Pass 1 of GPU Algorithm

L Pass 1: For a particular novel view to be generated, all the depth images that are on same side
are rendered just a little behind the actual depth with respect to novel view point as shown in
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Figure 4.10 Pass 2 of GPU Algorithm

the figure 4.9. Both depth test and depth writing are enabled in this pass. This allows us to
blend colors from various depth maps in the second pass, as the depths are written a little behind,
otherwise only the closest depth to the novel view point is used. In this pass, textures are not used.

L Pass 2: Again all the depth images are rendered with the depth test disabled and blending done
on the fly with colours from textures. Flow chart is given in the figure 4.10.

The rendering speed of generating novel views has been increased by 2.5 times when implemented on
GPU instead on CPU, details are shown in Fig. 4.1. These experiments were done on AMD Athlon 2
GHz processor with 1GB RAM in GNU/Linux (Fedora Core 2) Operating System. We used Cg (C for
graphics) for implementing this GPU Algorithm which is available in Appendix A.

Implementation on Time taken to generate per frame
CPU 4.1385 sec
GPU 1.6415 sec

Table 4.1 Using Graphics Processing Unit, rendering speed is increased by 2.5 times

4.5 Results

We demonstrate the representation and rendering algorithm for Depth Image models of synthetic and
real scenes in this section. The synthetic scene contains a table, chair, a flat-panel and a few objects on
the table, etc. Twenty Depth Images were used for it in two rows and separated by 36 degrees. Another
version enclosed this model in a room with distinct textures for each wall. Images were saved as PPM
files and the depth maps as raw files containing floating point depth values. The depth and image values
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Figure 4.11 A few new views of the synthetic and real scenes.

were obtained after rendering the 3D model and reading back both the image and the Z-buffer.

We also tested the scheme on real data of an instant of the break-dance sequence from the Interactive
Visual Media group of Microsoft Research. This data set has 8 Depth Images from viewpoints that are
shifted horizontally. The depth maps were computed from a stereo program and were not perfect [73].
Since the coverage of the scene is sparse, the flexibility in choosing the new view without holes is lim-
ited.

Figure 4.11 shows 3 random views of the synthetic indoor scenes. They were rendered using implied
triangulation method and blending top 6 views at each pixel. The figure also shows the break-dance
instant from three new viewpoints. The quality of generated viewpoints is quite good, especially for the
synthetic scene. The Depth Image models of the break-dance sequence has problems as there are a few
regions that are not visible to any of the 8 cameras. Exponential weighting was used, which provides
for smooth new views. The rendered quality is good for synthetic views but effects of poor depth maps
can be found on the real images, especially on the floor.
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Figure 4.12 Mismatch in colour between two views results in artificial edges and other artifacts in the
generated view.

Figure 4.12 highlights one important aspect of capturing a real world scene using cameras. The image
captured by a camera could have different gains and offsets due to the difference in settings of the cam-
era as well as the digital capture system. When images from two such cameras are merged to form a
new view, the mismatch in the images can appear as artificial edges in the generated image. We can see
this on the table top in Figure 4.12. We used synthetic images to explain this concept. Synthetic texture
images with different gains and offsets are generated by using random gain M and offset N . For every
pixel p in the given texture image, the colour is updated with ( MOBQP ¨ N ), where B/P is the original colour
of p.

4.6 Summary

Depth maps of Depth Images act like models and where as colour images act like textures to these
models. Two types of rendering techniques, splatting and triangulation are used to render these models.
Blending is used to give better results. GPU algorithms are used to increase the rendering speed.
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Chapter 5

Representation

The depth map gives the Z-coordinates for a regularly sampled X-Y grid coinciding with the pixel
grid of the camera. Combined with camera calibration parameters, this represents the 3D structure of
all points visible from a 3D location as a point-cloud. Grouping of points into higher level structures
such as polygons and objects is not available and will have to be inferred. The Depth Image from one
viewpoint represents local, partial structure of the scene, i.e., parts visible from a point in space with
a limited view volume. The entire scene can be represented using multiple, distributed Depth Images
which together capture all of the scene space.

Depth Image representation provides the colour from texture images and depth from depth maps. We
have seen methods to render novel views using depth images. Each pixel of the new view could contain
colour and � values from multiple Depth Images. The closest point is the correct point and should be
chosen to provide colour. In general, when ¡ Depth Images map to a pixel, they should be merged based
on the closest � value in the new view. The conventional z-buffering algorithm can be used for this and
can take advantage of hardware acceleration. When a portion of the scene is part of multiple Depth
Images, the � -buffer values will be close. The colour value from any view can be given to the pixel.
Blending the colour values will provide better results as the viewpoint shifts. We have found that, we
can limit blending only to the regions around holes instead of blending every where. In the section 5.1,
we present Efficient Hole Free Representation that takes advantage of the original representation itself
and would blend only in the regions around the holes.

The visibility-limited aspect of the representation provides several locality properties. A new view will
be affected only by depths and textures in its vicinity. This increases the fidelity of the generated views
even when the geometric model recovered is inexact. But as the new view goes far from the given depth
image, then the novel views produced using them will be inexact. We have shown this study with the
synthetic noisy depth maps in the section 5.2.
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Table 5.1 Efficient Hole Free Depth Image Representation

1 2 3

Figure 5.1 Holes of Depth Image 2 is projected on 1 and 3

5.1 Efficient Hole Free Representation

Each Depth Image can alone be used to generate novel view if the viewpoint is very close to the given
Depth Image. If the novel views go far from the given Depth Image, we will start seeing holes. Adjacent
Depth Images are used to fill these holes. We can find potential holes of a given Depth Image and find
parts of nearby Depth Images to be used to fill these potential holes and only render those parts of these
that can contribute in filling those holes instead of the whole Depth Images. For each Depth Image i we
compute the mask in other Depth Images which can be used to fill only the holes in i.

This representation is shown in the table 5.1 for n Depth Images. Each row i represents a complete set to
render any novel view near to Depth Image i. fcð ¿ and � ¿ represent Depth Image and calibration part of
each Depth Image i, g�¿ õ is a mask that is used to identify the parts of Depth Image j needed to render for
views of i to fill the holes. gb¿ õ represents the support for Depth Image i from j, where as g õ ¿ represents
the support for Depth Image j from i. Diagonal elements are empty. Holes in a Depth Image i are those
triangles where the depth difference between the vertices is large. These holes are projected in other
depth images to find the supporting regions from others. These holes are expanded in all directions to
ensure that blending is used at the boundaries. These boundaries are potential to produce artifacts if
blending is not used.
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In the figure 5.1, Textures of Depth Images 1, 2 and 3 are shown in the first row, potential holes of 2 are
projected on 1 and 3 and shown in black color in the second row. The masks (projected holes) shown in
the second row of the figure 5.1 from left to right represent gÒ��� and g��*� respectively. The images clearly
show how the area behind the lamp in image 2 becomes potential holes in 1 and 3.

Algorithm 3 Rendering Algorithm for Efficient Representation

Find the reference depth image close to the novel view point
for each Depth Image

�
that is on the same side do

1. Generate the new view using
�
’s depth and texture for the parts where the supporting mask is on

2. Read back image and � buffers.
End for
for each pixel Ô in the new view do

3. Compare the � values for it across all views.
4. Keep all views with the nearest � value within a threshold.
5. Estimate the angles for each Depth Image to 3D point xV6. Compute the weights of each Depth Image model.
7. Assign the weighted colour to pixel Ô .

End for

The first step in rendering a novel view in this representation is to find the reference image, which is
nothing but the closest Depth Image to the novel view position. Then, use the supporting regions from
other Depth Images, as described in the table 5.1, to fill the holes that appear, when reference image
alone is rendered. Since these holes are expanded little further, they will assure blending will be done at
the borders. The detailed algorithm is given in Algorithm 3.

We have experimented with this representation using 5 Depth Images. One of these is taken as a ref-
erence image and projected the potential holes in this onto the other 4. We found that the number of
pixels that are covered by the projected holes in these depth images are 23.3% of the original pixels
(using all) that have to be rendered using this representation. One way is to use these masks to find out,
whether a particular pixel from the supporting depth image has to be rendered. On the other hand we can
approximate it by finding the bounding boxes for these hole regions. After a quick manual computation
of bounding boxes for these regions, we found that it covers pixels around 28.8% of the original, which
is very close to 23.3%. So, tighter approximation of computing bounding boxes will not improve the
efficiency significantly. Each supporting mask has around 7 rectangles to be stored. This requires only
few bytes and will not effect the whole size of depth images. We have seen a 13% improvement in the
rendering speed using this representation.
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5.2 Locality

A scene rendered using a depth image is correct if the new view direction is at the origin of the local
model or very close to it, even if the depths are inaccurate. Thus, using a depth image can create faith-
ful views of the scene even if the underlying depth maps are not accurate. Locality is advantageous to
IBR. The structure recovered from a far-off viewpoint and direction should have minimal impact on a
generated view, if any. This is easily achieved using depth images as each represents a local structure
of the scene. A small number of them from the same neighbourhood can be used to make up for holes
when the viewpoint shifts.

input view A

local view 2

local view 3

input view B

Scene

Increasing Quality of novel views
Increasing Locality

Increasing Quality of novel views
Increasing Locality

local view 1

Figure 5.2 Novel views that are local to the given input views will have better quality compared to non
local ones.

Novel views that are local to given input views generated will have better quality compared to non local
ones in a noisy environment as described in Figure 5.2. It is very easy to explain locality in a synthetic
environment, where one can introduce errors in depth maps. A comparison can be done with novel
views generated using noisy depth maps and the views that are generated using original model. In a real
environment, one can get the depth images continuously located cameras and compute the novel view
for one of the given input views and that can be used to compare. We have used PSNR 1 measure to
show this comparison.

It is shown that the novel views that are computed local to the input views (A and B) have better quality
compared to those are not local as shown in Figure. 5.3. Table. 5.2 elucidates the rendering quality (in
terms of PSNR) of the novel views, as increasing in angle from input view A and decreasing in angle
from input view B. One can see that PSNR decreases in the beginning as it moves away from the input
view A, and then increases as it moves closer to input view B. These experiments were done, when
depth maps were introduced with 10% multiplicative error added randomly. Figure 5.4 shows the plots

1PSNR = Peak Signal to Noise Ratio is defined in section 6.1
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Locality Locality PSNR
w.r.t A w.r.t B (dB)

00 72 19.29
09 63 15.05
18 54 14.77
27 45 14.72
36 36 14.69
45 27 14.84
54 18 15.07
63 09 15.49
72 00 19.17

Table 5.2 Table shows the decrease in the quality of views initially, when novel views go far from A
and increase when it reach close to B. This table is shown for 10% multiplicative errors introduced to
the depth maps.

Figure 5.3 [left - right] novel views rendered - starting from A to B

when the noise in the depth maps varied.

5.3 Summary

Efficient Hole Free Representation which takes advantage of the original Depth Image representation
is used to increase the rendering speed of novel views. New views rendered close to the input Depth
Images are correct even if the the depths are inaccurate.

46



 13

 14

 15

 16

 17

 18

 19

 20

 21

 0  5  10  15  20  25  30  35

P
S

N
R

Angle from A

’5’
’15’
’30’

Figure 5.4 Shows the plots when the noise in the depth maps varied. Plots are shown for 5%, 15% and
30% multiplicative errors. Initiallly when the views are close to A, the quality (PSNR) of the views is
high as it goes away from A, it gradually decreases and when it reaches close to B, the quality of the
views increases.
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Chapter 6

Compression

The topic of compressing multiple images of a scene has attracted a lot of attention. Several methods
have been reported for this. Levoy et al. [32] described the light field compression technique using
vector quantization. Girod et al. [14] and Tong et al. [66] have described disparity compensation tech-
niques for compressing multiple images. Ihm et al. [22] and Girod et al. [14] used wavelet tranforms
for compression. Manocha et al. [71] proposed an incrememntal representation exploiting spatial coher-
ence. Ahuja et al. [24] proposed a compression algorithm based on the use of Wyner-Ziv codes, which
satisfies the key constraints for IBR streaming, namely those of random access for interactivity, and
precompression. These techniques are used to compress the images alone without using any geometry.

Magnor et al. [35] showed the enhancement in prediction accuracy using geometry such as depth maps
and 3D models. Figure 6.1 shows the prediction of images using the geometry. Manocha et al. [17]
proposed spatially encoded video, which uses spatial coherence to encode sample images using model-
based depth information. All these techniques look for compression of light field or multiview images.
We present a method to compress multiple depth maps [50] in the Section 6.3 and the results are shown
in the Section 6.4.

Geometry proxy is an approximated geometric model. Performance of rendering of novel views can be
increased by using geometry proxies [4, 15, 23, 39, 60]. Geometry proxies are also used to increase ap-
pearance prediction by depth correction [58]. All these techniques used geometry proxies for increasing
the quality of rendering views. Here, we use geometry proxy for compressing multiple depth maps.

Depth maps contain distances from a point usually organized on a regular, 2D sampling grid. Each
depth map is, therefore, like an image. Adjacent grid-points are highly correlated as depth values change
slowly except at occlusion boundaries. The spatial redundancy suggests the use of standard image com-
pression techniques for depth maps. The lossy methods like JPEG are perceptually motivated and try
to minimize the visual appearance between the original image and the compressed image. These may
not work well for depth maps as the programs that use depth maps have different characteristics from
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Figure 6.1 Geometry is used to predict the image [35].

the human visual system. Krishnamurthy et al. [28]used ROI coding and reshaping of dynamic range
where the accuracy of depth is crucial for compressing depth maps. They showed that standard JPEG
2000 coding of depth maps is not good for compressing depth maps. Their method shown a significant
improvement in coding and rendering quality compared to standard JPEG-2000 coder.

We first explore the standard data-compression approaches to depth-maps compression. Later we will
discuss the novel proxy-based compression scheme for multiple depth maps.

6.1 LZW Compression

Spatial redundancy along the 2D grid provides source of compression for an individual depth map. A
lossless compression technique such as LZW compression is applied on 8-bit depth maps using gzip
and showed the results. 8-bit depth maps are obtained by normalizing the range [minimum depth -
maximum depth] to [0 - 255]. These 8-bit depth maps are compressed using lossless LZW compression
technique. Table. 6.1 shows results obtained after compressing synthetic table sequence containing 20
depth maps gave a compression ratio of 19.6, where as real dance sequence containing 8 depth maps
gave a compression ratio of 8.06.

Depth maps used Compression Ratio
Synthetic Table Sequence (20) 19.60

Real Dance Sequence (8) 8.06

Table 6.1 Compression ratios obtained using LZW compression on depth maps.
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6.2 JPEG Compression

8-bit depth maps obtained after normalization as explained, are compressed using JPEG with various
quality factors. The quality of the representation can be compared using the Peak Signal to Noise Ratio
(PSNR) obtained for new view generation, since the depth images were meant for IBR. The decom-
pressed depth map is used for generating new views from a few viewpoints. The rendering algorithm
with blending described in Chapter 4 was used to render all views. The generated image is compared
with the corresponding view generated using the original depth images. The PSNR is calculated in dB asé gÖÝih � F Ykj 0ml �]n (ÐÛ bitlength � F2+ ��o Kqpmr s K � (4¤¥�*¦p+ � Mç(4¤¶�*¦p+1O � (6.1)

Where
� (4¤¶�*¦p+ is the image generated using original depth map, M�(4¤¥�*¦p+ is the image generated using

the compressed depth maps, N is the number of pixels in
� (4¤¥�*¦p+ and bitlength is the number of bits in

the original image.

Table 6.2 tabulates the compression ratios and PSNRs obtained when different quality factors are used
to compress using JPEG. Figure. 6.2 shows, some of the novel views rendered when these different
quality factors of JPEG compression is used.

Figure 6.2 [left - right, top - bottom] Novel views of the scene rendered with different quality factors
[10, 20, 70 and 100] of JPEG compression.

50



Quality Compression PSNR
Factor Ratio (dB)

1 54.3 12.2
10 41.2 14.2
20 33.2 15.3
30 28.4 15.3
40 25.7 13.7
50 23.7 15.9
60 21.9 16.2
70 19.7 14.0
80 17.0 16.4
90 13.5 17.4
100 07.7 28.3

Table 6.2 The compression ratio and PSNR for different quality factors of JPEG compression of residue
images. Results for the table sequence.

6.3 Compressing Multiple Depth Maps

Spatial redundancy along the 2D grid provides one source of compression for an individual depth map.
What additional redundancy can be exploited when multiple depth maps of the same scene are taken
together? There will be considerable overlap and commonality in them. Since they represent the 2- ��
structure of the common scene and the redundancy lies in the fact that they describe the same scene.
The common scene structure can be modelled separately and can provide a basis for a compressed
representation of multiple depth maps.

6.3.1 Geometry Proxy

We use a geometry proxy – an approximate description of the scene – to model the common, position-
independent, scene structure. The geometry proxy ' can be a parametric model or an approximate
triangulated model. The proxy is assumed to represent the geometric structure of the scene adequately.
The depth value of each grid point is replaced by the difference of the input depth map from the distance
along the same direction to the proxy. This is similar to a predictive compression framework with the
(projection of the) geometry proxy providing the prediction in each depth image. The difference at each
grid point between the predicted and the actual depth values is stored as residues. The residues are
expected to be small in range everywhere if the proxy is a good approximation of the scene geometry.
Naturally, the size/quality of the proxy can be traded off against the size of the residues or the net com-
pression ratio.
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Figure 6.3 The geometry proxy ' (an ellipsoid in this case) represents common structure. It is projected
to every depth image. The difference in depth between the proxy and the scene is encoded as the residue
at each grid point of each depth map.

The geometry proxy can be a parametric object like a bounding box, a best-fit ellipsoid, or an ap-
proximate polygon-based model of the scene. Such proxies can be created from the input depth maps
themselves. These data-dependent proxies can result in very small residues.

Algorithm 4 RepresentProxy( � , ' )

1. Foreach ¸�¿ in collection � do

2. Foreach grid point (4¤¶�*¦·+ of the depth map do

3. Compute the ray (H (
r Ì ¨ �Í> �Ì . ) for pixel x( (4¤¥�*¦p+ ) using calibration >£Ì .

4. Intersect (H with proxy ' . Let �1� be the � -coordinate of the intersection point

5. Set Bß¿6(4¤¶�*¦p+ � � � � ¸$¿i(4¤¥�*¦p+
Figure 6.3 shows how the residue images B�¿ are computed by projecting the proxy to each depth image.
A simple ellipsoid proxy is shown in the figure. The residue image is also defined over the same 2D grid
as the depth image. Algorithm 4 outlines the steps involved in constructing a proxy-based representation
from a collection of depth images using a given proxy.

The proxy-based representation of the collection � replaces each depth map ¸!¿ by a residue image Bc¿
and adds a single proxy ' that encodes the common structure. The proxy uses a representation suitable
for its type.
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6.3.2 Computing Geometry Proxy

Different types of geometry proxy could be used to represent multiple depth maps. Parametric proxies
include a box, ellipsoid, polynomial surfaces, etc. The model parameters can be estimated from the
depth maps once the parametric form is fixed. Each depth map samples the scene at a few points. All
depth maps can be brought to a common 3D space giving a large 3D point cloud. The bounding box
of this point cloud can serve as a box proxy. The best fitting ellipsoid of the point cloud can make
a reasonable proxy for the collection of depth maps and can be computed using principal component
analysis as given in Algorithm 5.

Algorithm 5 EllipsoidProxy( � )

1. Construct the complete point cloud by computing the 3D points for every grid point (4¤¶�*¦·+ of all¸$¿ .
2. Find the principal components of the point cloud.

3. Apply Whitening transform � to convert to a sphere

4. Find optimal diameter of the sphere. For example, using least-squared distances from the sphere.

5. Apply � - � to the sphere to get an oriented ellipsoid. Use it as proxy.

Volumetric merging techniques can be used to merge the depth maps into a polygon model [9]. A
polygonal model of the surface can be generated from the volumetric model using the Marching Cubes
algorithm [33]. Different approximations of the model can be obtained by controlling the resolution of
the voxel space. Alternately, a high resolution model can be constructed using a fine voxel space and
reduced using standard mesh simplification techniques [18] to a proxy of suitable detail. Algorithm 6
outlines the procedure to generate a polygon proxy from the collection of depth images.

Algorithm 6 PolygonalProxy( � , H )

1. Merge each depth map to a volumetric space of resolution H using Curless and Levoy’s algorithm
[9].

2. Create a polygonal model using the Marching Cubes algorithm in the voxel space.

3. Decimate the polygon mesh using a mesh simplification algorithm to the desired size.
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6.3.3 Compression of Residue Images

The residue images are defined over the same pixel grids of the original depth maps. The residue val-
ues will be small and correlated if the proxy used approximates the underlying geometry well. The
residue images should compress better as a result. Standard image compression techniques like JPEG
or JPEG2000 can be used to compress the residue images. They may smooth discontinuities or edges
in residue images, resulting in a distortion of the geometric structure. Lossy image compression tech-
niques provide a range of compression ratios by varying the amount of loss that can be tolerated. Loss-
less compression of the residue images, such as an LZW based algorithm can reduce the residue data
considerably if the residues are mostly correlated, small values.

6.3.4 Progressive Representation and Compression

If the residue values are small, the proxy is a good approximation of the scene structure. As more of the
residues are added, the scene structure improves. When all residues are added, the input depth map is
exactly recovered. We can get a progressively finer representation using more and more of the residue
values. Progressive representations can use a range of compression levels; addition of relatively small
amounts of data to such a representation can improve the model quality in a near-continuous fashion.

Bit-plane ordering: Progressive decompression of residue values can be achieved by separating the
bits of the residues and introducing them one bit at a time, starting with the most significant bit. Each
bit brings the depth map value closer to the original value. Each bit can be separated into a binary
image and represented separately. An LZW compression for these bit-images effect a lossless entropy
compression.

The base depth map is obtained by mapping the proxy model to the sampling grid of the depth image.
No residue is used in this case. Successively more accurate versions of the depth map can be obtained
by adding the bits of the residue values.

6.3.5 Evaluation of Compression

Proxy-based representation can be evaluated using two measures: the compression ratio and the com-
pression quality. The compression ratio is measured by comparing the size of representing the depth
maps ¸ ¿ of the original collection and the size of representing the proxy model and the residue mapsB ¿ . Progressive representations do not yield high compression ratios ordinarily but can provide contin-
uously varying detail to the model.

The quality of the representation can be compared using the Peak Signal to Noise Ratio (PSNR) obtained
for new view generation, since the depth images were meant for IBR. The decompressed depth map is
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used for generating new views from a few viewpoints. The rendering algorithm with blending described
in [44] was used to render all views. The generated image is compared with the corresponding view
generated using the original depth images.

6.4 Results

In this section, we demonstrate the effect of proxy based compression of depth maps on a number of
models. Compression ratio and the corresponding PSNR are shown for a number of situations. For
the experiments reported in this section, 10 depth images of the male model were used. These were
distributed uniformly in space. The depth and residues were represented using 16 bit numbers.

6.4.1 Polygonal Proxy

6.4.1.1 Lossy Compression

For this experiment, a male model is compressed using a polygonal proxy with 294 faces, which is
computed using a standard mesh simplification algorithm. The residue images were compressed using
standard JPEG algorithm using different quality factors. The residue values were rescaled to the rangeK Y �&�&��Ûm�m��O to facilitate easy use of JPEG. The uncompressed size is the number of bytes to represent 10
original depth maps each compressed using gzip. The compressed size is the sum of the proxy model
and 10 JPEG compressed residue images. The PSNR was computed for a random new viewpoint from
a rendering using the original depth maps and another using the compressed and decompressed depth
maps.

Table 6.3 shows the results of applying JPEG compression to the male model. The PSNR values are low
indicating poor quality for most compression ranges. This is due to the distortion brought by scaling the
residue values and the error introduced by JPEG algorithm. Figure 6.4 shows the novel views rendered
with various qualities of JPEG for the data shown in the Table 6.3.

6.4.1.2 Progressive Representation

For this experiment, we encode the residue values one bit at a time. A range of decompressed depth
maps are created by adding one bit at a time to the projection of the proxy model. The uncompressed
size is the number of bytes to represent 10 original depth maps each compressed using gzip as before.
The compressed size includes the size of the proxy and the gzip compressed versions of all bit-planes
used. The PSNR compares the views rendered using the uncompressed depth map and the progressively
decompressed depth map.
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Quality Compression PSNR
Factor Ratio (dB)

10 20.1 23.6
20 19.2 24.9
30 18.2 25.7
40 17.4 26.6
50 16.5 26.9
60 15.7 27.1
70 14.4 28.1
80 12.6 29.3
90 9.7 30.3
100 4.1 32.4

Table 6.3 The compression ratio and PSNR for different quality factors of JPEG compression of residue
images. Results for the male model using a polygonal proxy, with 294 faces.

Figure 6.4 [left - right, top - bottom] Novel views of the scene rendered with different quality factors [10,
20, 70 and 100] of JPEG compression. Edginess around the face due to JPEG compression decreases
with increase in the quality factor.

The progressive improvement in the quality and compression ratios are shown for male model using
polygonal proxies of different sizes. Tables 6.4 tabulate the results of introducing the 12 bits of the
residue values to the polygonal proxy with 294 faces in the significance order. The results show that
even a modest polygonal proxy can serve as a good approximation if local texture and blending are used.
A few bits of residue bring the rendering quality to acceptable levels. Figure 6.5 shows the novel views
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Number Compression PSNR
of bits Ratio (dB)

0 113.2 26.6
1 35.8 26.6
2 21.2 26.6
3 14.8 26.6
4 10.5 27.0
5 6.9 27.6
6 4.4 28.7
7 2.8 30.0
8 1.9 31.9
9 1.4 33.5

10 1.1 34.7
11 0.9 36.4
12 0.8 38.6

Table 6.4 Compression ratio and PSNR for progressive addition of bits from residues to the base depth
map computed from the proxy. Addition starts with the most significant bit. Results for the male model
using polygonal proxy, with 294 faces.

rendered with bits added from residues for the data shown in the Table 6.4.

36 Faces 2366 Faces
# Bits CR PSNR CR PSNR

(dB) (dB)
0 871.9 25.5 12.9 28.1
3 12.8 25.6 7.4 28.1
6 3.2 29.1 4.5 29.0
9 1.4 34.1 1.8 33.0

12 0.9 38.7 0.9 39.2

Table 6.5 Compression ratio and PSNR for progressive addition of bits from residues to the base depth
map computed from the proxy. Addition starts with the most significant bit. Results for the male model
using polygonal proxies, with i) 36 faces and ii) 2366 faces.

Table 6.5 tabulates the results of introducing the 12 bits of the residue values to the polygonal proxies
with 36 faces and 2366 faces in the steps of 3 bits added. Figure 6.6 shows the novel views rendered
when polygon with 36 faces used as a proxy.
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Figure 6.5 [left - right, top - bottom] Novel views of the scene rendered when 0, 4, 7 and 12 bits from
residues are added to the base depth map computed from polygonal proxy with 294 faces. Addition
starts with the most significant bit. Rendering quality improves as the number of bits increases.

As we can see from the Tables 6.4 and 6.5, using the polygonal proxy with large number of faces (a
high detailed one) the novel views rendered using proxy alone result in a very good quality images. In
the case of polygonal proxy with size 2366 faces achieves a 28 dB using proxy alone, where as it is 25.5
dB in the case of polygonal proxy with 36 faces. At a compression ratio of 4, all the polygonal proxies
achieves approximately a constant quality of novel views rendered around 28 dB.

6.4.2 Ellipsoid Proxy

In this section we use an ellipsoid proxy computed using Algorithm 5. Only a few numbers are required
to store the direction cosines and lengths of major, minor and subminor axes of ellipsoid. These num-
bers will occupy a size of 60 bytes.

Table 6.6 tabulates the results of introducing the 12 bits of the residue values to the proxy in the sig-
nificance order. The results show that a simple parametric proxy like ellipsoid can serve as a good
approximation. A few bits of residue bring the rendering quality to close to acceptable levels. (May
not be as good as a triangle proxy). Figure 6.7 shows the novel views rendered with bits added from
residues for the data shown in the Table 6.6.
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Figure 6.6 [left - right, top - bottom] Novel views of the scene rendered when 0, 3, 6 and 12 bits from
residues are added to the base depth map computed from polygonal proxy with 36 faces. Addition starts
with the most significant bit. The neck region shows quick improvements with addition of more bits.

Figure 6.7 [left - right, top - bottom] Novel views of the scene rendered when 0, 2, 3, 4, 5 and 12 bits
from residues are added to the base depth map computed from ellipsoid proxy. Addition starts with the
most significant bit. Ears are shown multiple times when 0 and 2 bits are used, as ellipsoid proxy is not
very accurate representation of the model. Improvement is shown when more bits are added.

We looked at how the overall shape changes with resolution of the residue representation. To explore
this, we represent residues using 2, 3, ... 8 bits, decompress and reconstruct the depth map using the
proxy. These decompressed depth maps are merged into a shape using the vrip package [9]. A Stanford
bunny model, with an ellipsoid proxy is used in this experiment. The evolution of the shape is shown
in the figure 6.8. Table 6.7 shows the compression ratios when different number of bits are used to
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Number Compression PSNR
of bits Ratio (dB)

0 5071.8 16.1
1 51.4 16.1
2 19.1 16.4
3 10.0 18.0
4 6.1 19.4
5 3.9 20.7
6 2.6 22.3
7 1.8 23.4
8 1.4 24.6
9 1.1 25.2

10 0.9 25.7
11 0.8 25.8
12 0.7 25.9

Table 6.6 Compression ratio and PSNR for progressive addition of bits from residues to the base depth
map computed from the proxy. Addition starts with the most significant bit. Results for the male model
using ellipsoid proxy.

Figure 6.8 [left - right, top - bottom] Models constructed when 0, 2, 3, 4, 5, 6, 7 and 8 bits are used to
represent residues computed using ellipsoid proxy for the bunny model.

represent the residues.
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Number Compression
of bits Ratio

0 7220.0
1 72.3
2 14.8
3 10.4
4 7.4
5 5.2
6 3.5
7 2.4
8 1.6

Table 6.7 The compression ratio when different number of bits are used to represent the residues for the
bunny model using ellipsoid proxy.

6.5 Summary

Standard image compression techniques, which are tuned to remove psychovisual redundancy cannot
be applied to depth maps. Multiple depth maps can be compressed together using a geometry proxy.
Depth Images can be reconstructed progressively by encoding the residue values one bit at a time.
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Chapter 7

Conclusions

In this thesis, we analyzed the depth image representation for image based rendering. We presented the
advantages of the representation and showed results of rendering for synthetic and real scenes. This
representation holds promise as structure recovery using cameras has become practical. It is possible to
merge the multiple depth maps into a single global model which is analogous to a conventional graphics
model [9]. The following properties make depth images particularly suitable for IBR.

Locality: A scene rendered using the depth image is correct if the new view direction is at the origin
of the local model or very close to it, even if the depths are inaccurate. Thus, using a combination of
depth images can create faithful views of the scene even if the underlying depth maps are not accurate.
Merging the depth images to a global model computes a consensus model. Such a model will contain
distortions which will be visible from all points of view. Locality is advantageous to IBR. The structure
recovered from a far-off viewpoint and direction should have minimal impact on a generated view, if
any. This is easily achieved using depth images as each represents a local structure of the scene. A small
number of them from the same neighbourhood can be used to make up for holes when the viewpoint
shifts.

Model Size: View frustum culling is among the first steps to be performed while rendering large mod-
els. The depth images contain only visible parts of the scene and need no culling. The locality of depth
images ensure that the amount of geometry to be rendered is low. Thus, the computational resource re-
quirement using depth image rendering could be a lower. The representational complexity of the model
could be lower for a merged, global model. The depth image could be bulky as adjacent views share
a lot of information. It should be possible to compress the depth images by taking advantage of the
redundancy.

Compression: Compression is an aspect of this representation that need special attention. The repre-
sentation lends itself to compression easily since the scene is described redundantly in multiple views.
The compression of the depth maps and texture images have to be done differently as each represents
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qualitatively different signals. Compression of the depth maps as images produces poor results as im-
age compression is tuned to remove psychovisual redundancy [28]. Spatial redundancy along the 2D
grid provides one source of compression for an individual depth map. What additional redundancy can
be exploited when multiple depth maps of the same scene are taken together? There will be consider-
able overlap and commonality in them. Since they represent the 2- �� structure of the common scene,
the redundancy lies in the fact that they describe the same scene. The common scene structure can be
modelled separately and can provide a basis for a compressed representation of multiple depth maps.
We have described a novel method for compressing multiple depth maps using geometry proxy. We
showed good results on models using different proxies. We also described a progressive representation,
where we encode the residue values one bit at a time. The progressive improvement in the novel views
rendered when these bits are added is demonstrated.

Distribution of depth images: How many depth images are required to represent a given scene ade-
quately? An understanding of this issue helps in planning the scene capture. Each depth image provides
a sample of the 3D world from its location. Obviously, the sampling has to be dense near the areas of
fine scene structure. The quality of rendered views is likely to suffer when using depth maps that are
quite far. This is an issue that requires careful study.

These properties make the depth image representation suitable for IBR. The representation could be
used even for synthetic models as the rendering requirements for a particular view could be lower. We
are currently exploring the following aspects of the representation. Blending functions should be de-
fined so that the influence of every view tapers off smoothly. This will eliminate the artificial “edges” in
rendered view when the captured images differ in colour or brightness. We are studying the compression
of the depth maps and the texture images together, taking advantage of the properties and constraints of
the geometry of the input views.

7.1 Future Work

In the proxy based compression technique, we have described a progressive representation, where we
encode the residue values one bit at a time in most significant order. Better progressive representations
can be explored. Instead of using most significant order to add bits, other bit orderings can result in
better progressive ness. At every step we were adding one bit plane image from residues to the base
proxy. Instead of adding the complete bit image, it can be added in multiple steps using multi resolution
techniques.

We have discussed Depth Image representation for static scenes. This representation can be scaled
to dynamic scenes. For dynamic scenes, Input view points contain many depth images for different
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time instants. These depth images for a particular view point can be called depth movie. Different
representation and compression techniques are required for extending to depth movies.
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Appendix A

Shader Code

VERTEX SHADER

struct appdata

{

float3 position : POSITION;

};

struct vsout

{

float4 HPOS : POSITION;

};

vsout main(appdata IN, uniform float4x4 modelMatrix,

uniform float4x4 modelInv,

uniform float4x4 modelMatProj)

{

vsout OUT;

float4 myp = float4(IN.position.x,

IN.position.y, IN.position.z,1);

// transforming into novel view direction

OUT.HPOS = mul(modelMatrix,myp);

// drawing the scene little bit behind

OUT.HPOS.z -= .1;

// transforming back to the world coordinate system

OUT.HPOS = mul(modelInv,OUT.HPOS);

65



OUT.HPOS = mul(modelMatProj,OUT.HPOS);

return OUT;

}

PIXEL SHADER

struct pixel_out {

float4 color : COLOR;

};

pixel_out main(

float3 texpos: TEXCOORD0,

float3 pointpos: TEXCOORD1,

uniform float3 c,

uniform float3 n,

uniform sampler2D texture,

uniform sampler2D buffer)

{

pixel_out OUT;

float4 color;

float4 color_old;

float3 v1;

float3 v2;

// pointpos is the vertex in the world coordinate system

// c is camera center of the one of the input view

// n is the camera center of the novel view

v1 = pointpos - c;

v2 = pointpos - n;

// texture, buffer are buffers

color.rgb = tex2D( texture, texpos ).rgb;

color_old.rgba = tex2D( buffer, texpos ).rgba;

// computing the blending weight
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color.a = dot( v1, v2) / (

sqrt(v1.x * v1.x + v1.y*v1.y + v1.z*v1.z) *

sqrt(v2.x * v2.x + v2.y*v2.y + v2.z*v2.z)

);

// updating the color with current blend weight

OUT.color.rgb = ( color.rgb * color.a +

color_old.rgb * color_old.a ) /

( ( color.a + color_old.a) ) ;

// updating the blend weight weight

OUT.color.a = color.a + color_old.a;

return OUT;

}
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