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Abstract

This thesis delves into the critical eld of Domain Generalization (DG) in machine learning, where
models are trained on multiple source distributions with the objective of generalizing to unseen tar-
get distributions. We begin by dissecting various facets of DG, including distribution shifts, shortcut
learning, representation learning, and data imbalances. This foundational investigation sets the stage for
understanding the challenges associated with DG and the complexities that arise.

A comprehensive literature review is conducted, highlighting existing challenges and contextualizing
our contributions to the eld. The review encompasses learning invariant features, parameter sharing
techniques, meta-learning techniques, and data augmentation approaches.

One of the key contributions of this thesis is the examination of the role low-dimensional representa-
tions play in enhancing DG performance. We introduce a method to compute the implicit dimensionality
of latent representations, exploring its correlation with performance in a domain generalization context.
This essential nding motivated us to further investigate the effects of low-dimensional representations.

Building on these insights, we present Cross-Domain Class-Contrastive Learning (CDCC), a tech-
nique that learns sparse representations in the latent space, resulting in lower-dimensional represen-
tations and improved domain generalization performance. CDCC establishes competitive results on
various DG benchmarks, comparing favorably with numerous existing approaches in DomainBed.

Venturing beyond traditional DG, we discuss a series of experiments conducted for domain general-
ization in long-tailed settings, which are common in real-world applications. Additionally, we present
supplementary experiments yielding intriguing ndings. Our analysis reveals that the CDCC approach
exhibits greater robustness in long-tailed distributions and that the order of performances across test do-
mains remains unaffected by the order of training domains in the long-tailed setting. This section aims
to inspire researchers to further probe the outcomes of these experiments and advance the understanding
of domain generalization.

In conclusion, this thesis offers a well-rounded exploration of DG by combining a comprehensive
literature review, the discovery of the importance of low-dimensional representations in DG, the devel-
opment of the CDCC method, and the meticulous analysis of long-tailed settings and other experimental

ndings.

Vi



Contents

Chapter Page
1 Introduction : : ::: i i r oy r oy rr o rrrrrrnrs 1
1.1 Domain Generalization . . . . . . . . . . . ... 2
1.2 Several Aspects of Domain Generalization . . . . .. ... ... ... ......... 3
1.2.1 Distribution Shift . . . . . . ... 4
1.2.2 ShortcutLearning. . . . . . . . . 7
1.2.3 RepresentationLearning . . . . . . . . ... 9
124 Datalmbalances . .. .. . . . . . . . ... 13
1.3 Datasets for Studying Distribution Shift . . . . ... ... ... ... .. ....... 15
1.3.1 DomainBed . . . . . . . . ... e 15
1.3.2 ImageNetRendition . ... .. ... . .. . . . ... 18
1.3.3 ImageNetSketch . . . . . . . . . . . . . . . . e 18
1.3.4 WILDS . . . . . e 19
1.4 Thesis Contributions . . . . . . . . . e 20
1.5 Conclusion . . .. . . . e 22
2 Relatedliterature: @ : ::::orrrrrrr o r oy r i nrrnrrnrrnnrnn 24
2.1 LearningInvariantFeatures . . . . . . . . . . ... 24
2.2 Parameter Sharing Techniques . . . . . . . . . . . . . . 26
2.3 Meta-Learning Techniques . . . . . . . . . . . 27
2.4 Data Augmentation Approaches . . . . . . . . . . . ... .. . e 27
25 Conclusion . . . . .. e 28
3 Cross-Domain Class-Contrastive Learning: Finding Lower Dimensional Representations for
Improved Domain Generalizationt : : : : ;@i nn 29
3.1 Introduction . . . . . . L 29
3.2 Related Work . . . . . . . . e 31
3.3 Method . . . . . . . e 33
3.3.1 Computing thedimensionality . . . .. .. ... ... ... .......... 33
3.3.2 Cross-Domain Class-Contrastive Learning . . . . . .. ... ... ...... 34
3.4 ExperimentsandResults . . . ... ... . ... 37
3.4.1 Improving generalisation by hard constraining low dimensionality . . . . . . . 37
3.4.2 Computing dimensionalities across different backbones . . . . . . .. .. ... 38
3.4.3 DimensionalitywithCDCC . . .. .. .. .. ... . .. ..., 39
3.44 DGbenchmarkswithCDCC . . . . . . . ... ... . .. ... 40
3.5 Conclusion . . . . .. e 41

Vii



viii

4

5

CONTENTS

Going beyond Traditional Domain Generalizationt : : : @ ;@

4.1 Class Wise Domain Generalization . . . . . . . . . . .. .. ... ... ... 42
4.2 Long-Tailed Domain Generalization . . . ... ... ... .. ... ... ....... 43
4.2.1 Experiments showing that the performance of CDCC is more robust to Long-

45

Tailed Distributions . . . . . . . . . . ..
4.2.2 Experiments showing that the order of performances across test domains is ag-

nostic to the order of training domains in the long-tailed setting. . . . . .. .. 45

4.3 Additional experimentson PACS . . . . . . . . . .. 48
4.3.1 Experiments showing that the performance of ERMs is agnostic to pre-training 48

4.3.2 Experiments showing that learning a smoother minima results in a better perfor-

mance fordomainshifts . . . ... ... Lo o Lo
4.3.3 Experiments showing that the performance of models pre-trained with self-

supervised techniquesisinconsistent. . . . . . . ... ... ... ... ...,
4.4 Conclusion . . . . . . .. e

49

Conclusion: : @ ;@ Ll sy

Bibliography : : @ ¢ oL



List of Figures

Figure Page

1.1 This gure shows one of the four splits for Domain Generalization on some sample
images fromthe PACSdataset. . . . . . . . . . . . . .. . ... ... 3
1.2 This illustration offers a visual portrayal of covariate shift, emphasizing the changes in
the distribution of the input features between the training and test set. But the labels
given the input features, stay the same acrossboth. . . . .. ... ... ... ..... 5
1.3 This illustration offers a visual portrayal of concept shift, emphasizing the changes in
the relationship between the labels and their corresponding input features across the
training and test set, while keeping the distribution of input features unchanged. Note
that the position of all the datapoints remain the same across the training and the test set. 6
1.4 This illustration presents a visual representation of label shift, demonstrating the change
in distribution of labels across the training and the test set. It is to be noted that the test
set has more of red datapoints and lesser of blue datapoints compared to the training
data, hence showing a change in distribution of labels. Also, though it is not visually
obvious, the distribution of input features given the label remain the same across the
trainandthetestset. . . . . . . . . . . . .. 7
1.5 This image shows a toy dataset of starts and moons located at different positions. It
shows how a Neural Networks classi es the IID test set samples correctly, but due to
shortcut learning, it does not correctly classify the OOD testsamples. . . . . ... .. 9
1.6 This gure shows a visual of how the normalized embeddings would lie on a unit hyper-
esphere after Supervised Contrastive Training. Assumungtisathe embedding for
some input samples, thenz,; andz,, are the embeddings corresponding to the posi-
tives of samples (hence closer ta), andz,; andz,, are the embeddings corresponding
to the negatives of samp#e(hence farther fromz). . . ... ... ... ... ..... 11
1.7 This gure shows a visualization of the learnt Normalized Embeddings with SupCon.
It can be seen how the two classes (Dogs and Cats) are clustered such that samples
belonging to the same class are closer, and those belonging to the classes are far away
fromeachother. . . . . . . . . 12
1.8 This gure illustrates how SupCon transforfissamples int@N samples using data
augmentation and demonstrates the attraction or repulsion between positive and negative
samples based on their class membership relative to the anchor. In other words, samples
belonging to the same class as the anchor are attracted, while those from different classes

arerepelled. . . . . . .. e 13
1.9 This gure shows some samples from the R-MNIST dataset where the digits are rotated
atdifferentangles. . . . . . . . 15



1.10

1.11
1.12

1.13
1.14
1.15

1.16
1.17
1.18

3.1

3.2

3.3

3.4
3.5

4.1

4.2

LIST OF FIGURES

This gure shows some samples from the C-MNIST dataset where the digits are colored

ineitherRedor Green. . . . . . . . . . . . e 16
This gure shows some samples from the PACS dataset. . . ... ... ........ 16
This gure shows some samples from the VLCS dataset. All these samples belong to
classbird. . . . . . . 16
This gure shows some samples from the Of ccHome dataset. . . . . ... ... ... 17
This gure shows some samples from the DomainNetdataset. . . . ... .. ... .. 17
This gure shows some samples from the Terralncognita dataset. Every row in this

gure corresponds to a set of images taken from a particular location. . . . .. .. .. 18
This gure shows some samples from the ImageNet-Rendition dataset. . . . . . . . .. 19
This gure shows some samples from the ImageNet-Sketch dataset. . . . . ... ... 19

This gure shows a summary of all the datasets from WILDS. It summarizes the in-

put, output and domain types for each of the datasets along with a sample example for
each. It also consists of metadata like total number of domains, total number of sam-
ples and spilt of the samples across the domains for all the datasets. (Image Source:
https://wilds.stanford.edu/datasets/) . .. ... .. .. ... ... ... .. ...... 21

This gure shows how Cross-Domain Class-Contrastive Learning clusters samples from
different domains and classes. The color of a sample indicates its class, and the shape

of a sample indicates its domain. See the legend in the top-right corner for more details.
Note that the number of domains may or may not be equal to the number of classes. . . 29
B, C are the training domains, and A is the test domd®.are the discriminative

features (in parameter space) of domaiRgc is an intersection of features Rz and

Rc, which is the smallest set of variances that explains the class separation in train data.
Also, ‘F;QZCJ.‘ _ ’jRRABBCC j‘ and‘F}QBCCjJ JRRA:((;: j‘, (here,jSj represents the cardinality

of setS) making a case that a model that le@mompact representationon multiple

domains has higher chance of learnd@main agnostic features . . . . . . ... .. 30

This gure shows how the classi er learning and contrastive learning branches of the
hybrid model contribute to learning a classi er over an improved representation in the
feature space. The green colored bi-directional arrows show the "attraction' among the
representations of the samples. Similarly, the red colored bi-directional arrows show the
'repulsion' among the representations ofthesamples. . . . . ... ... ... ... .. 35
The above gure shows the hybrid architecture used for CDCC learning. . . ... .. 36
This gure shows the correlation between the DG performance (Y-Axis) and the dimen-
sionality (X-Axis) of the learnt feature space for PACS dataset. Please note that the
X-axisis ippedhere. . . . . . .. 39

This gure shows the train-test split on some sample images of the PACS dataset in (a)
Traditional DG (TDG) setting as shown on the left, and b. Class-Wise-DG (CWDG)
settingas shownontheright. . . . . .. ... .. .. .. ... .. .. .. .. .. ... 43
This gure shows the distribution of samples across domains and classes in the form of

a heat map. The left image depicts the original distribution of samples, middle image
shows the distribution for ClassLT, and the right image shows the distribution for Do-
mainLT. Note that the common ratio followed for ClassLT is nearly 0.68, and that for
DomainLTisnearly 0.46 . . . . . . . . . . . @ i e 44



Chapter 1

Introduction

Neural networks have become an essential tool in the eld of machine learning owing to their ability
to learn complex patterns and representations from data. In a standard machine learning setting, these
networks are trained and evaluated under the assumption that the data is independently and identically
distributed (1ID). This means that both the training and test data are assumed to be sampled from the
same underlying distribution, leading to the expectation that the network's performance on the training
data will be a reliable indicator of its performance on the test data.

However, real-world scenarios often deviate from the IID assumption. In practice, test data may
originate from a distribution that differs from the one used for training. This discrepancy can result in
a signi cant decrease in a neural network's performance when it is deployed in an actual situation. To
address this challenge, researchers have been exploring methods to enhance the robustness of neural
networks to distribution shifts, one of which is Domain Generalization (DG).

DG is a framework designed to evaluate a model's robustness in scenarios where the test data comes
from an unseen domain. The approach involves training a model using multiple related domains in the
training data and assessing its ability to classify the same classes in the test domain. For example, a
model may be trained on labeled image data from photos, paintings, and cartoons, focusing on discrim-
inating between speci c classes. The model's effectiveness is then tested on its ability to classify those
same classes in an entirely different domain, such as sketches (Li et al., 2017) [57].

The DG framework poses a more challenging optimization problem compared to other methods,
such as Domain Adaptation (DA). While DA and other similar frameworks rely on certain assumptions
about the target distribution, DG does not. Instead, it aims to minimize the expected classi cation loss
across all possible domains that can meaningfully represent the given classes.

However, DG is built upon a strong assumption that data from all classes are available in all domains,
which can be dif cult to satisfy in many real-world situations. This limitation highlights the ongoing
challenges in developing models that are robust to distribution shifts.

To further improve neural network's robustness to distribution shifts, researchers are investigating
various techniques, such as domain adaptation, domain alignment, and data augmentation. These meth-
ods focus on aligning the feature distributions between the source and target domains or augmenting the



training data to cover a wider range of possible scenarios, ultimately helping the models to better handle
non-IID settings.

Understanding and addressing distribution shifts is a critical aspect of developing neural networks
that can maintain their performance in real-world applications. Domain Generalization, along with other
techniques, contributes to the ongoing efforts in enhancing the robustness of machine learning models,
ensuring they can effectively adapt to changing data distributions and deliver reliable results.

With this introduction to Domain Generalization, we will explore the formal de nition of DG, var-
ious aspects involved in understanding DG, various datasets used in the context of DG for analyzing
distribution shifts, and nally, end with understanding some related work in DG literature.

1.1 Domain Generalization

Domain generalization is a technique used in machine learning to improve the performance of models
on unseen data. In traditional machine learning, models are trained and evaluated on a xed dataset that
is assumed to be representative of the data that the model will encounter in the future. However, in
practice, the data that a model encounters in the real world may differ from the training data, leading to
poor performance.

Domain generalization aims to address this problem by training models on multiple datasets that
cover a wide range of possible scenarios rather than just one xed dataset. By doing so, the model can
learn to generalize its predictions to new data that it has not encountered before. This technique can
be particularly useful in situations where the available training data is limited or biased and where the
model needs to perform well on a variety of different tasks or in different contexts.

In a DG setting, the datapoints consist of tuples of f@gxyy; d) wherex is the input featurey is
the label corresponding to to inpxf andd is the domain corresponding to inpxit In general, if we
consider a set of labels, and a set of domaird to represent a DG datasgtcontainingn samples,
thenS can be represented as follows:

S= f(Xi;yi;di)giZ[l;:::;n] (1-1)
consists of samples with domain §&tain whereD gain D, and the test set consists of samples with

domain seD gt whereDist = D Dyain - Then the training séby4in , and the test sées; can be
represented as follows:

Strain = f(X;y;d)j(X;y;d) 2 S; d2 Dyain 9 (1.2)

Stest = F(X;y;d)j(X;y;d) 2 S; d2 Diestg (1.3)



In DG, the aim is to train models that can generalize to unseen domains. To achieve this, train-test
splits in DG are typically performed such that the training and test sets contain different domains. This
shows that:

(X1;Y1;01) 2 Spain & (X2;Y2;d2) 2 Stest =) d1 6 do (1.4)

Figure 1.1 shows a possible train test split on some sample images from the PACS dataset. The
dataset contains the classes Dog, Elephant, Giraffe, Guitar, Horse, House, and Person, and for every
class, it further contains the domains Photo, Art-Painting, Cartoon, and Sketch. The train test split
shown in Figure 1.1 contains all samples belonging to the domain Photo, Art-Painting, and Cartoon in
the train split and the remaining samples belonging to the Sketch class in the test split.

Figure 1.1 This gure shows one of the four splits for Domain Generalization on some sample images

from the PACS dataset.

1.2 Several Aspects of Domain Generalization

Domain Generalization (DG) is a rapidly evolving eld that aims to address the challenges associ-
ated with distribution shifts in machine learning applications. In this section, we delve into the vari-
ous aspects of DG, exploring the techniques, methodologies, and considerations that researchers and
practitioners need to take into account when designing models capable of generalizing across multiple
domains. By examining these different facets, we aim to provide a comprehensive understanding of the



current state of the art in DG and highlight the key factors that contribute to the success of domain-
generalizing models.

1.2.1 Distribution Shift

Distribution shift refers to the phenomenon where the underlying data distribution changes between
the training and test phases of a machine learning model. It is a critical challenge in real-world appli-
cations, as models that perform well on training data may experience a signi cant drop in performance
when deployed on unseen data with different characteristics. In this section, we provide a descriptive
overview of the concept of distribution shift, its various types, and its implications on machine learning
models.

Distribution Shift (or Dataset Shift) represents any scenario where the joint probability distribution
of the input features and the output labels differ between the training set and the test set. For a training
dataseDy,in and atest datasBlest, We say that there is a distribution shift betwd®gyin andDqest,
if their corresponding joint probability distributions follow the below relation:

Ptrain (X;Y) 6 Prest(X;Y) (1.5)

Here,Pyain (X;Y) is the joint probability distributions of the input feature vectoand output label
y for the training set, an®wes(X;Y) is the joint probability distributions of the input feature vector
x and output labey for the test set. The datapoints Df5in are sampled from the joint distribution
Puain (X;y) suchtha(x®y®  Pgain (X;¥); 8(X%Yy9 2 Dyain . Similarly, the datapoints ddes; are
sampled from the joint distributioBest (X; y) such tha{x®y9  Pest(X;y); 8 (X% Y9 2 Diest.

There are several types of distribution shifts that can occur in practice. Some of the most common
ones are as follows:

» Covariate Shift: Covariate shift occurs when the input feature distributiofx), changes be-
tween the train and test set, but the conditional distribution of labels given the inputéyie),
remains the same. This can be mathematically presented as follows:

I:)train (X) 8 Ptest(x) but F)train (ij) = Ptest (ij) (1-6)
It can be shown that this is a case of distribution shift as follows:

Pirain (X) 6 Prest(X) andPyain (YjX) = Prest (YjX)
=) Prain (X)Ptrain (YJX) 6 Prest (X)Ptest (YjX) (1.7)
=) Puain (X;Y) 6 Prest(XY) (1.8)

Covariate shift is commonly encountered in situations where the data collection process is differ-
ent for the train and the test sets, or if the environment in which the data is collected changes over



time, leading to different input distributions. For instance, consider a training dataset of photos of
cats and dogs taken in an outdoor environment. For this training dataset, if we consider a corre-
sponding test set of photos of cats and dogs taken in a dark indoor environment, this scenario can
be considered as an example of covariate shift, as there is a change in the input features across the
train and test sets, but the labels given the input features (photos) remain the same.

It is to be noted that the standard Domain Generalization setting falls under the category of co-
variate shifts as the input features of the training domain differs from the input features of the
test domain, implying thaRest (X) 6 Pyain (X). But the output labels (given the input features)
remain the same across all the domains, implyingBaat (YjX) = Prest (YjX).

Figure 1.2 This illustration offers a visual portrayal of covariate shift, emphasizing the changes in the
distribution of the input features between the training and test set. But the labels given the input features,

stay the same across both.

« Concept Shift Concept shift, also known as concept drift, occurs when the relationship between
the input features and the output labels changes between the train and the test set. In this case, the
input feature distributionp(x) for both the training and the test set, remains unchanged, but the
conditional distribution of labels given the inpuggyjx), can change. This can be mathematically
presented as follows:

Ptrain (X) = Prest(X) butPyain (YiX) 8 Prest (YjX) (1.9)
It can be shown that this is a case of distribution shift as follows:

Pirain (X) = Prest(X) andPyain (YjX) 8 Prest(YjX)
=) Prrain (X)Pyain (YiX) 6 Prest (X)Prest (YiX) (1.10)
=) Puain (X;¥) 6 Prest(XY) (1.11)



This type of shift can arise in situations where the underlying criterion of classi cation changes
over time. A classic example to explain concept drift is a machine learning model used for email
spam detection. In this scenario, the model is trained to distinguish between spam and non-spam
emails based on various features such as the sender's email address, email content, subject line,
and other metadata. Initially, the model may perform well in detecting spam emails. However,
over time, the de nition of a spam email might change, and hence, emails that were previously
non-spam might start getting classi ed as spams and vice-versa.

Figure 1.3 This illustration offers a visual portrayal of concept shift, emphasizing the changes in the
relationship between the labels and their corresponding input features across the training and test set,
while keeping the distribution of input features unchanged. Note that the position of all the datapoints

remain the same across the training and the test set.

« Label Shift: Label shift occures when the distribution of output labels changes between the train
and the test set, while the conditional distribution of the input features given the label, remain the
same. In this case, the output label distributipfy,), changes between the train and the test set,
while the conditional distribution of the input features given the lap@ljy), remains the same.

This can be mathematically presented as follows:

Peain (Y) 6 Prest(Y) butPyain (Xjy) = Prest(Xjy) (1.12)

It can be shown that this is a case of distribution shift as follows:

Pirain (Y) 8 Prest(Y) butPyain (Xjy) = Prest(X]y)
=) Prrain (Y)Ptrain (Xjy) 6 Prest(Y)Ptest(X]y) (1.13)
=) Puain (X;Y) 6 Prest(X;Y) (1.14)



To illustrate this, consider the task of identifying a disease given a patient's symptoms. Suppose a
disease d results in symptomsvhich can be representedds$ s. Regardless of the proportion

of patients with diseasgin the training and test sets, the relation that a patient with disbade

exhibit symptoms remains constant across the datasets.

Figure 1.4 This illustration presents a visual representation of label shift, demonstrating the change in
distribution of labels across the training and the test set. It is to be noted that the test set has more of
red datapoints and lesser of blue datapoints compared to the training data, hence showing a change in
distribution of labels. Also, though it is not visually obvious, the distribution of input features given the

label remain the same across the train and the test set.

On a concluding note to this section, the presence of distribution shifts can have a signi cant impact
on the performance and reliability of machine learning models. When a model is trained on a particular
distribution and tested on a different one, its performance may degrade considerably. This is because
the model has learned patterns speci ¢ to the training distribution, which may not generalize well to the
test distribution.

Moreover, distribution shifts can lead to biased or unfair predictions in certain cases. For instance,
if the training data over-represents certain demographic groups, the model may become biased towards
those groups and perform poorly on underrepresented groups when deployed in the real world.

1.2.2 Shortcut Learning

Shortcut learning refers to the phenomenon where a machine learning model learns to exploit simpler
patterns or correlations in the training data rather than genuinely understanding the underlying concepts
it is meant to learn. In the context of classi cation, shortcut learning occurs in situations where a
model ends up learning the subset of features of the input features that are suf cient for performing



classi cation. If we consider a trained model giventbf) that exhibits shortcut learning, then for some
input feature vectox, the model learns a subset of these input features give()y such that:

f(x1) = f(x2) if s(x1)= s(x2) (x16 Xx2) (1.15)

If it so happens that expected output corresponding to inputndxo, lets sayy; andy, respec-
tively, are such thay; = y», buts(xy1) 6 s(x»2), then in this case the model might resulififx,) 6
f (x2) which is a case of misclassi cation. Similarly, the case whe® y,, buts(x1) = s(Xx2) results
in misclassi cation as well. This can lead to models that perform well on the training data but fail to
generalize to real-world scenarios or more complex, unseen data.

To illustrate shortcut learning, let's consider the example of training a model to identify cows in
images. Suppose the model is provided with a training dataset consisting of images of cows, where
the majority of the cows are photographed in grassy elds or on farms. A model that truly understands
the concept of a cow would learn to identify its features, such as its shape, the presence of horns, and
other characteristics unique to cows, regardless of the background or environment in which the cow is
situated.

However, due to shortcut learning, the model might instead focus on the presence of grass or farm-
related objects as indicators of a cow being present in the image. This is because the model has learned
a spurious correlation between the presence of grass or farm elements and the presence of cows in the
training data. The model has essentially taken a "shortcut” in its learning process by relying on these
super cial cues rather than learning the intrinsic features of a cow.

Now, let's imagine we present the model with an image of a cow at the beach, a scenario not encoun-
tered in the training data. In this situation, the model is likely to fail in identifying the cow, as the image
does not contain grass or farm-related elements. The model's reliance on shortcut learning has led to
poor generalization performance when faced with an atypical example.

This example highlights the importance of carefully curating training datasets to ensure that models
learn to identify the essential features of the target concept rather than relying on simple correlations.
It also emphasizes the need for developing algorithms that are robust to shortcut learning, encouraging
models to learn the genuine underlying concepts rather than exploiting easy-to-learn patterns in the data.

Figure 1.5 explains another standard example of shortcut learning from [31]. It shows a toy example
in which a neural network is trained on a simple dataset of stars and moons located at diffferent positions.
A standard neural network can effortlessly categorize new dataset with samples similar to those in the
training set (I1ID). However, when tested on a slightly different dataset (OOD), the network’s shortcut
strategy is revealed. In this example, the neural network has learned to associate object location with a
category. During training, stars were consistently displayed in the top right or bottom left locations of
the image, while moons were shown in the top left or bottom right locations. This pattern persists in
samples from the IID test set but is absent in OOD test images, which uncovers the shortcut taken by
the network, resulting in misclassi cation.



Figure 1.5 This image shows a toy dataset of starts and moons located at different positions. It shows
how a Neural Networks classi es the 11D test set samples correctly, but due to shortcut learning, it does
not correctly classify the OOD test samples.

(Image Source: [31])

In a broader, philosophical sense, shortcut learning raises questions about the nature of intelligence
and understanding. While machine learning models can achieve impressive results in many tasks, their
reliance on shortcut learning may indicate a lack of genuine understanding of the concepts they are
learning. Developing models that can learn and reason more like humans without relying on shortcut
learning remains a challenging and intriguing area of research in arti cial intelligence.

1.2.3 Representation Learning

Representation learning is at the core of domain generalization in image classi cation, as it involves
automatically discovering and extracting useful and meaningful features from raw image data. These
learned representations capture the inherent structure, relationships, and patterns present in images,
enabling the model to generalize effectively to new, unseen domains. In the context of domain general-
ization, the goal is to learn transferable and invariant features across different domains, which makes the
model more robust and less sensitive to changes in the data distribution between the source (training)
and target (test) domains.

Deep learning architectures, such as convolutional neural networks (CNNs), have been pivotal in
representation learning for image classi cation, as they can automatically learn hierarchical features



from raw data. However, recent advances in unsupervised and self-supervised learning have further
broadened the scope of representation learning. One such self-supervised method is contrastive learning,
which aims to learn useful representations by comparing and contrasting different features of the data.
By encouraging the model to learn representations that bring similar images closer together and push
dissimilar images farther apart in the embedding space, contrastive learning allows the model to discover
transferable and discriminative features that are essential for domain generalization. By employing
techniques like contrastive learning, models can gain a deeper understanding of the underlying structure
of image data, allowing them to adapt more ef ciently to new, unseen domains. Let's explore Supervised
Contrastive Learning in further detalil.

» Supervised Contrastive Learning:
Supervised Contrastive Learning (SupCon) [51] is a learning framework that extends the concept
of contrastive learning, which has been widely adopted for self-supervised learning (SImCLR
[17]), to the supervised setting. In contrastive learning, the goal is to learn representations by
contrasting positive and negative examples. In SupCon, distorted pairs are generated by apply-
ing different augmentations to the same input instance. This process encourages the model to
learn representations that are similar to the augmented versions of the same instance. By doing
so, the model is guided to focus on the essential features that remain consistent across various
augmentations, further improving its generalization capabilities.

In Supervised Contrastive Learning, positive pairs consist of any two samples that belong to the
same class, indicating that they share similar properties or features. On the other hand, negative
pairs are de ned as any two samples that belong to distinct classes, implying that they possess
different characteristics or features. In the context of contrastive learning, positive and negative
pairs play a crucial role in learning meaningful and discriminative representations by encourag-
ing the model to maximize the similarity between positive pairs while minimizing the similarity
between negative pairs.

To understand the Supervised Contrastive L&ss{con, let's consider one mini-batch witN
datapoints, we havBl tuples of the form (input sample, class labéRy; yk)k=1:-n . In each

input batch of the model, we augment the input to create a pair of two distorted images with the
same class labels. We use only the augmented pair (not the actual samples), making the batch size
2N . The effective dataset for training hence compriseahftuples: (; ¥1)i=1 --:on , Wherexoy

andxy, 1 are two random augmentations)af (k = 1:::N) andyok 1 = ¥k = ¥k. Using these
conventions, the losssypconis given as follows,

J
- X 1 X b eXp@E  Z=)
LSupCon— W | t ox (Z- | — )
i2f 1:::2Ng] JpQP(i) a2 A(i) EXPL a=

(1.16)

J . .
Where, the denotes the inner (dot) product2 R * is a scalar temperature parameter, and for
i2f1l:2Ng:

— z; is the Normalized Embedding Vectoref (Note thatjjzjj = 1)
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— A(i) f 1::2Ngexcluding the™ sample
- P(@) f p2A®)jyp=vi9

Here,P (i) is the set of all samples belonging to the same label as that éf'tlsample except
for thei™ sample itself. In other word® (i) is the set of alpositivesof thei!™ sample.

To understand equation 1.16 hetter, let us try to understand when thedggsnis minimized.
As the componenibg P azix(?)(ze‘xp(zfpf la= ; of the equation is multiplied with a ve value, our
objective is to maximize this component to so as to minimize the overall expression. For the
normalized embedding; of thei™ sample, this component is maximized when its numerator
expzi  zp= )Jis maximized, and its denominatoraZA(i) exp(zi  za= ) is minimized. This
implies that g zp) should be maximize8p 2 P(i), i.e. the set of all positive samples, and

(zi  za) should be minimize®a 2 A(i) P(i), i.e. the set of all negative samples.

Visually speaking, % J Zp) is maximized when the embedding unit vectz&randzp are close to
each other in a unit hypershpere (ideal case is when z,). Similarly, (zi  za) is minimized
when the embedding unit vectazsandz, are far from each other in a unit hypershpere (ideal
caseiswhenr; = z). See Figure 1.6.

Figure 1.6 This gure shows a visual of how the normalized embeddings would lie on a unit hypere-
sphere after Supervised Contrastive Training. Assumungtisdhe embedding for some input samples
s, thenz,; andzp, are the embeddings corresponding to the positives of sasnplence closer ta),

andz,; andzy, are the embeddings corresponding to the negatives of sanfipbance farther from).

In Supervised Constrastive Learning (SupCon), data augmentations are employed to create posi-
tive pairs and improve the learned representation's robustness and generalization. The augmenta-
tions used in SupCon typically include:

1. Random cropping and resizing: The input images are cropped randomly and resized to
the original dimensions. This augmentation enforces the model to learn features that are invariant
to translation and scale changes.
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Figure 1.7 This gure shows a visualization of the learnt Normalized Embeddings with SupCon. It can
be seen how the two classes (Dogs and Cats) are clustered such that samples belonging to the same class

are closer, and those belonging to the classes are far away from each other.

2. Random horizontal ipping: Images are horizontally ipped with a certain probabil-
ity. This transformation encourages the model to learn features invariant to left-right orientation
changes.

3. Random color jittering: Randomly perturbing the brightness, contrast, saturation, and
hue of input images introduces variations in the color space. This augmentation helps the model
to learn features that are robust against color-related variations.

4. Random grayscale conversionWith a certain probability, input images are converted to
grayscale. This augmentation forces the model to focus on texture and structural features rather
than relying on color information.

5. Gaussian blur: Applying Gaussian blur with random kernel sizes to the images simulates
the effect of out-of-focus images or different camera quality. This transformation encourages the
model to learn features invariant to blur variations.

6. Cutout or Random Erasing: Randomly masking a portion of the input image with a
rectangular patch enforces the model to learn features based on partial information, making it
more robust against occlusion.
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Figure 1.8 This gure illustrates how SupCon transformis samples int@N samples using data aug-
mentation and demonstrates the attraction or repulsion between positive and negative samples based on
their class membership relative to the anchor. In other words, samples belonging to the same class as

the anchor are attracted, while those from different classes are repelled.

These augmentations, when applied in combination, provide a diverse set of positive pairs and help
the model learn more robust and generalizable representations. However, the choice of augmentations
can vary depending on the speci c task and dataset, and it is essential to select relevant and meaningful
augmentations to the problem at hand.

We will see more about Contrastive Learning for representation learning in Chapter 3.

1.2.4 Data Imbalances

The input data being highly unbalanced results in the model to learn some features with a higher bias
compared to others. As most of the real-world datasets follow a long-tailed distribution, it is required
for us to come up with better ways of feature learning which are agnostic to data imbalances.
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In a domain generalization setting, long-tail data imbalances can manifest in several ways, impact-
ing machine learning model's performance and generalization capabilities. Let's examine the different
forms of long-tail imbalances that can occur in domain generalization:

1.

3.

Across classesWithin a single domain, certain classes may have a signi cantly larger number

of samples compared to others. This class imbalance can lead to models prioritizing learning
patterns from the majority classes while neglecting the minority classes. As a result, the model's
performance on minority classes may suffer when encountering new, unseen data from the same
domain.

Across domains There might exist a long-tail distribution across domains, where some domains
having signi cantly more samples compared to others domains. This inter-domain imbalance
can pose challenges for models attempting to generalize across multiple domains, as the feature
learning gets biased towards the domains with more samples, resulting in poor feature learning
from the domains with fewer samples.

Across both classes and domaindn a more complex scenario, long-tail data imbalances can
occur simultaneously across both classes and domains. This can compound the challenges faced
by models, as they must not only account for imbalances within each domain but also adapt to
the varying number of samples across domains. This makes generalizing to new domains and
maintaining performance on minority classes and domains more dif cult.

Addressing long-tail data imbalances in a domain generalization setting involves developing tech-
niques that can effectively learn from imbalanced data across multiple domains. Some strategies to
tackle these challenges include:

1.

Re-sampling techniques Balancing the representation of classes across domains by oversam-
pling minority classes, undersampling majority classes, or a combination of both, potentially
using domain-speci c re-sampling strategies.

. Transfer learning and meta-learning. Leveraging knowledge from related tasks or domains

to improve learning on the long-tailed distribution or adapting to new domains with underrepre-
sented classes.

Loss function modi cations: Designing cost-sensitive learning approaches or customized loss
functions that account for class and domain imbalances, encouraging models to prioritize learning
from underrepresented samples.

Ensemble methods Combining multiple models or learning strategies that focus on improving
performance on minority classes and generalizing across domains.

. Representation Learning Recent advancements in Long-Tail classi cation demonstrate that

utilizing self-supervised learning techniques to enhance representations within the latent space can
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signi cantly boost performance in a long-tail classi cation setting. The approach involves rst
applying self-supervised learning to develop improved, and ideally sparse, feature embeddings in
the latent space. When these sparse feature representations are then used for classi cation, it leads
to better performance in long-tailed classi cation settings. Wang et al. (2021) [96] serves as an
excellent illustration of how better representation learning contributes to progress in addressing
long-tail classi cation challenges.

By understanding the nuances of long-tail data imbalances across classes, domains, and both, prac-
titioners can develop more robust and generalizable machine learning models that can effectively adapt
to diverse real-world scenarios.

1.3 Datasets for Studying Distribution Shift

This section provides an overview of various datasets used for studying distribution shifts in machine
learning, including DomainBed [36], ImageNet Rendition [39], ImageNet Sketch [93], and WILDS [53]
datasets. Understanding distribution shifts is crucial for developing robust and generalizable models that
can perform well under different real-world conditions.

1.3.1 DomainBed

DomainBed is a benchmark suite designed for evaluating domain generalization algorithms. It con-
tains several datasets with multiple domains, allowing researchers to train and evaluate algorithms that
can generalize across these domains. The datasets included in DomainBed are:

« Rotated MNIST (R-MNIST) : R-MNIST [33] is a variant of the MNIST handwritten digit
dataset, where the digits are rotated by different angles in each domain.

Figure 1.9 This gure shows some samples from the R-MNIST dataset where the digits are rotated at

different angles.

e Colored MNIST (C-MNIST) : C-MNIST [5] is a variant of the MNIST dataset, where the digits
are colored using different color schemes across domains. This dataset introduces a distribution
shift by altering the color of the digits, which provides a unique challenge for domain generaliza-
tion algorithms.
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