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Abstract

Medical imaging has been aiding diagnosis and treatment of diseases by creating visual representa-
tions of the interior of the human body. Experts hand-mark these images for abnormalities and diagno-
sis. Supplementing experts with these rich visualization has enabled detailed clinical analysis and rapid
medical intervention. However, deep learning-based methods rely on abundantly large volumes of data
for training. Procuring data for medical imaging applications is especially difficult because abnormal
cases by definition are rare and the data, in general, requires experts for labelling.

With Deep learning algorithms, data with high class imbalance or of insufficient variability leads to
poor classification performance. Thus, alternate approaches like using generative modelling to artifi-
cially generate more data have been of interest. Most of these methods are GAN [11] based approaches.
While they can be helpful with data imbalance they still require a lot of data to be able to generate
realistic images. Additionally, a lot of these methods have been shown to work on natural images where
the images are relatively noise-free and smaller artifacts aren’t as damaging. Thus, this thesis aims at
providing synthesis methods which overcome the limitations of smaller datasets and noisy profile.

We do this for two different modalities, Fundus imaging and Optical Coherence Tomography (OCT).
Firstly, we present a fundus image synthesis method aimed at providing paired Optic Cup and Image data
for Optic Cup (OC) Segmentation. The synthesis method works well on small datasets by minimising
the information to be learnt by leveraging domain-specific knowledge and by providing most of the
structural information to the network. We demonstrate this method’s advantages over a more direct
synthesis method. We show how leveraging domain-specific knowledge can provide higher quality
images and annotations. Inclusion of these generated images and their annotations in training of an OC
segmentation model showed a significant improvement in performance, thus showing their reliability.

Secondly, we present a novel unpaired image to image translation method which can introduce abnor-
mality (Drusen) to OCT images while avoiding artifacts and preserving the noise profile. Comparison
with other state-of-the-art images to image translation methods shows that our method is significantly
better at preserving the noise profile and is better at generating morphologically accurate structures.
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Chapter 1

Introduction

1.1 Generative Modeling

In recent years Artificial intelligence (AI) specifically Machine Learning (ML) has become a thriving
field with a great number of applications and valuable research topics. All of these machine learning
algorithms aim to learn the representation of the given data. In the past, all of these representations were
highly specific to the task and the method could not be transferred over to new tasks even in the same
domain. Hence Deep Learning was introduced to process raw sensory data and learn abstract, high-level
representations.

As per the availability of data, Machine Learning algorithms can be divided into two categories -
supervised and unsupervised learning. Supervised learning requires each example in the dataset to be
labeled. Supervised learning can be further split into classification and regression depending on whether
the labels are discrete or not. Whereas in unsupervised learning data labels are absent and the final aim is
to explore the underlying structure of the data. These techniques include denoising, density estimation,
clustering, and synthesis. Availability of large datasets [7] [24], has made it possible to train supervised
learning models that are able to beat even human performance [42] [23] [40].

Figure 1.1 Discriminative models vs Generative models (image from [12])

While more data is being made available, it is hard to annotate the ever-increasing number of sam-
ples. This is especially true for medical imaging where finding trained medical professionals for an-
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notating large scale data is a challenge and multiple experts are required to annotate the same example
to make the annotations as reliable as possible. Hence, researchers are more interested in unsupervised
learning. In unsupervised learning, generative modelling is one of the most promising avenues. While
discriminative models aim at predicting labels given the image/sample, generative models aim at pre-
dicting the image/sample given labels/image description (Figure.1.1). Typical generative models were
usually based on Markov chains, Maximum Likelihood, and approximate inference. However, these
early models [38] [14] are very limited in how well they generalize. In 2014, Goodfellow et al. [11]
proposed a novel generative model, named Generative Adversarial Networks (GANs). Based on the
game theory, there are two networks in GANs. Due to their flexibility, GANs and its variants have been
heavily adopted in Computer Vision.

The main applications of generative models in Computer Vision (CV) can be divided into two cate-
gories, Image synthesis and Image to Image translation. Image synthesis focuses on learning the under-
lying distribution of real images by mapping them to a fixed known distribution (usually a unit Gaussian)
or by using Auto Regressive models that predict an image as a sequence of pixels thus making it possible
to generate new examples from scratch that were otherwise absent in existing dataset. Image-to-image
translation is the task of taking images from one domain and transforming them so they have the style
or characteristics of images from another domain.

1.2 Image Synthesis

Figure 1.2 Variational AutoEncoders (image from [33])

As mentioned, Image synthesis is the task of generating an image from scratch and thus focuses on
learning the underlying distribution. In Computer Vision the three most popular image synthesis meth-
ods are Autoregressive models [31], Variational Autoencoders (VAE) [21] and Generative Adversarial
Networks (GAN) [11].
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Auto Regressive models predict the image sequentially with recurrent layers and residual connections
that predict pixels across the vertical and horizontal axes. The architecture models the joint distribution
of pixels as a product of conditional distributions of horizontal and diagonal pixels. These models
usually require some context based on which the image is generated. This context can be an incomplete
image or a damaged image. While the model gives sharp realistic images, they aren’t mapped to any
latent space thus the model can’t capture the underlying data distribution.

A Variational Autoencoders (VAE) (Figure. 1.2) provide a probabilistic manner for describing an
observation in regularised latent space. Thus, rather than building an encoder which outputs a single
value to describe each latent attribute, VAE formulates an encoder to describe a probability distribution
for each latent attribute. A decoder is trained to reconstruct the original image back. This gives the
latent space the property of samples being interpolative thus allowing us to generate new samples using
the decoder. VAEs are popular as they require much less data than comparable models to train but their
generated images lack sharpness.

Figure 1.3 Three Major variants of GANs (a) GAN, (b) conditional GAN (CGAN) and (c) auxiliary
classifier GAN (ACGAN) architectures. Here x denotes the real image, c is the class label, z is a
random noise vector, G is the Generator and D is the Discriminator.

Generative Adversarial Networks (GANs) have gained a lot of attention in the Computer Vision
community due to their capability of data generation without explicitly modelling the probability density
function. GAN takes a supervised learning approach to do unsupervised learning. The architecture has
2 networks a Generator(G) and a Discriminator (D). The Discriminator(D) is a binary classifier that is
trained to tell the real and generated images apart. The Generator (G) samples a random sample from
a unit Gaussian and tries to generate a realistic image such that the Discriminator fails in classifying
it as a generated image. Since the Generator does not directly observe any of the training samples
from the dataset GANs are less prone to over-fitting. The adversarial loss brought by the Discriminator
also provides a clever way of incorporating unlabeled samples into training and imposing higher order
consistency.
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1.2.1 Conditional Image Synthesis

Conditional image generation is the task of generating new images from a dataset conditional on
their class labels, attributes or description. Another reason GANs are widely used is that they can also
incorporate the class labels as input to the Generator (G) and Discriminator (D). Discriminator is now
trained to label images real or synthetic not just based on the realism of the image but also based on the
generated image’s class. This variant of GAN is referred as conditional GAN (cGAN) [29]. Another
variant of GAN, Auxiliary classifier GAN (AC-GAN) [30] incorporates the class label in the Generator
(G) and the Discriminator acts as an auxiliary classifier to classify the generated sample along with
differentiating the generated and real samples apart.

Figure 1.4 Conditional vs Unconditional Image Synthesis (images from [18])

This gives control over the class of the generated image as well as a stronger classifier than otherwise
possible with normal training. This flexibility of GANs has proven to be useful in many tasks, such as
domain adaptation, data augmentation and also in improving classification classification models. Later
proposed variants of AC-GAN can also be used to control exact attributes of the generated images. Ar-
chitectures like cGAN have also inspired many architectures in Image-to-image translation as explained
in the Sub-section 1.3.

1.3 Image to Image Translation

Image-to-image translation is the task of taking images from one domain (source) and transforming
them so they have the style or characteristics of images from another domain (target). Numerous varied
tasks in Computer Vision can be modelled as Image-to-image translation. Some of these include:
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Style transfer: the task of making a photo look like paintings by a particular artist.
Super-resolution: the task of obtaining a High-Resolution image from a Low-Resolution image.
Image denoising: the task of removing noise from an image.

Figure 1.5 Different categories of Image-to-image translation tasks

Most of the Image-to-image translation tasks can be broadly classified into one of the two categories
paired Image-to-image synthesis or unpaired Image-to-image synthesis based on the availability of
paired or unpaired data. Tasks like Super-resolution, or image synthesis from available semantic seg-
mentation masks can be modelled as a paired Image-to-image translation. While tasks such as image
denoising, style transfer don’t have paired data readily available. One of the most popular Image-to-
image translation method currently being used is pix2pix [15]. It is inspired from cGAN, the Generator
takes in an image from the source domain and the Discriminator takes in the output of the Generator
(generated target domain image) as well as the input source image. Image-to-image translation meth-
ods can also be categorised into uni-modal and multi-modal based on if the source and target domain
belong to the same modality. A few common examples of unimodal Image-to-image translation are
image super-resolution and denoising. And a few examples for multi-modal Image-to-image transla-
tion are image to painting style transfer. Figure. 1.6 shows the different kinds of paired/unpaired and
unimodal/multimodal image to image translation applications.
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1.4 Image Synthesis for Augmentation / Image Synthesis in Medical Imag-

ing

Figure 1.6 Different applications of generative modeling in medical imaging

Medical imaging is the process of creating visual representations of the interior of a body for clinical
analysis and medical intervention, as well as a visual representation of the function of some organs or
tissues. Medical imaging has been a crucial part of diagnosis and treating diseases. These images are
examined by experts for abnormalities and diagnosis. However, since the rapid rise of deep learning
many of these tasks are being automated and it is widely known that sufficient data volume is necessary
for training successful machine learning algorithms. Thus generative models have been of huge interest.
Data with high class imbalance or of insufficient variability leads to poor classification performance.
While this is true for every field, three main factors cause this to be a much bigger problem in medical
imaging than other domains,

1. In medical imaging abnormal findings are by definition uncommon,

2. The cost of acquiring and annotating these images is much higher as the annotations require
multiple experts for a single sample,

3. While most of the natural images are captured using CMOS sensor, different imaging modalities
have vastly different acquisition methods, thus making transfer learning more difficult.
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Moreover, in the case of image segmentation tasks, the time required to manually annotate data only
widens this disparity. Manually segmenting an abnormality can require upwards of five minutes per
study making it impractical in a busy radiology practice. The result is a scarcity of annotated data and
considerable challenges when attempting to train an accurate model. While traditional data augmenta-
tion techniques (e.g., cropping, translation, rotation) can mitigate some of these issues, they fundamen-
tally produce highly correlated image training data.

While data augmentation has been one of the main uses of generative models, they also have been
used for many different applications like image reconstruction (low dose CT to high dose CT) [44],
cross-modality synthesis (MR to CT), anomaly detection. GANs have also been used for improving
classification by using the discriminator of an acGAN as the main classifier [9]. Another way generative
models can help in medical imaging is data anonymization.

While there have been some studies aimed at synthesising abnormal cases to better handle class
imbalance/data scarcity, most of the current methodologies focus on cross-modality synthesis. Intro-
ducing abnormality while keeping an anatomical structure intact is still a challenging task. Moreover,
the understanding of the particulars of human anatomy can be leveraged to use more domain-specific
knowledge, which hasn’t been explored much.

1.4.1 Thesis focus

In this thesis, we focus on retinal image synthesis in two imaging modalities, OCT and fundus
imaging. The main aim is to develop learning-based image synthesis method for synthesis of abnormal
cases from a normal case and vice-versa. These images can be used for better data augmentation and to
reduce the present class imbalance. While traditional augmentation methods can be helpful they create
highly correlated data. The generated images should not have any artifacts and should not be blurry.
This is especially important in case of medical imaging where the present data is very limited and
adding outliers to the distribution might heavily impact the learning methods. Moreover, the generated
images should preserve the already present anatomical details and the new abnormalities added should
be anatomically correct and representative of an actual case, as more of the learning methods in medical
imaging are expected to be as explainable as possible.

For fundus images, we aim to synthesise the optic nerve head region of the retina along with Optic
cup mask. Fundus imaging in the Optic nerve head region captures a 3D region projected onto in a 2D
plane, thus the effects caused by the transition should be captured in the generated images. For example,
the Optic Cup is a depressed region in the retina and thus causes the vessels to bend. Information like
this is critical to Glaucoma detection and needs to be captured in the generated images. Capturing
the vessels in the generated images is also a challenging task, as they are translucent. Since they are
tubular structures they are the most transparent at the center and become more opaque towards the
edges. Fundus synthesis is done using a very limited dataset and we employ a method that leverages
domain-specific knowledge and compare it to an approach that aims at generating the OC annotation as
well.
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Optical Coherence Tomography images are corrupted by speckle noise thus their synthesis becomes
more challenging. The network has to learn to replicate the noise characteristics as well as avoid creating
artifacts. Specifically, we aim at introducing Drusen to normal OCT scans. Drusen are lipid deposits that
look like folds in the OPL layer of the retina. The generated images need to be morphologically correct
as to not have two overlapping layers. This requires a network with enough complexity to change the
structure of the required layers while still affecting and not modifying other parts of the image.

1.4.2 Thesis Contribution

The major contributions of the thesis are:

1. Introducing a novel method to synthesise Optic nerve head region of retina along with its cup
masks that works for small datasets.

2. An improved unpaired image-to-image translation method to synthesise Drusen in OCT.

1.4.3 Thesis Organisation

The aim of this thesis is to explore synthesis methods for retinal imaging, specifically for fundus
and OCT. Chapter 2 Describes a novel fundus image synthesis method of optic nerve head region that
leverages domain-specific knowledge to achieve anatomical correctness. Chapter 3 describes compares
a different approach fundus image synthesis that generates the annotations required to the approach
described in Chapter 2 and verifies the assumptions made in Chapter 2. Chapter 4 introduces a novel
image to image translation method to synthesise Drusen in OCT images.
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Chapter 2

Synthesis of Optical nerve head region of fundus image

A Domain specific vessel bend based Approach

The Optic Disc (OD) and Optic Cup (OC) boundaries play a critical role in the detection of glau-
coma. However, very few annotated datasets are available for both OD and OC that are required for
segmentation. Recently, Convolutional Neural Networks have shown significant improvements in seg-
mentation performance. However, the full potential of CNNs is hindered by the lack of a large amount
of annotated training images.

To address this issue, we explore a method to generate synthetic images which can be used to aug-
ment the training data. Given the segmentation masks of OD, OC and vessels from arbitrarily different
Fundus images, the proposed method employs a combination of B-spline registration and GAN to gen-
erate high quality images that ensure that the vessels bend at the edge of the OC in a realistic manner.
In contrast, the existing GAN based methods for Fundus image synthesis fail to capture the local de-
tails and vasculature in the Optic Nerve Head (ONH) region (Figure. 2.1). The utility of the proposed
method in training deep networks for the challenging problem of OC segmentation is explored and an
improvement in the dice score from 0.85 to 0.9153 is seen with the inclusion of the synthetic images in
the training set.

2.1 Introduction

Realizing the full potential of deep learning requires training over large annotated datasets. This
becomes problematic when dealing with medical images where practical issues such as patient privacy,
medical regulations, annotator expertise and the cost, make creating and annotating large datasets a
challenging task. One such task which suffers from the lack of annotated public datasets is Optic Cup
(OC) segmentation, which plays an important role in Glaucoma detection. A lot of times this problem is
tackled by using traditional image augmentation techniques like rotation crop and vertical & horizontal
flipping. While these methods are somewhat helpful they create highly correlated data.
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Another possible solution is to augment synthetically generated images with annotations to the train-
ing dataset. GANs [11] have shown that they are highly capable of generating completely new and
diverse high resolution images. Conditional GANs have been used to synthesise images for a particular
label. This method has seen a lot of success in classification tasks as shown in [10]. This can also be
further extended to segmentation tasks as shown by [32]. Instead of generating from scratch, making
use of annotations like vessel masks to generate images has also shown to be an effective method [6, 47].

Although the methods in [6, 47] have been successful in retaining most of the global features, they
fail to capture the local details of the ONH region (Fig.2.1) like the OD border and the vessel bends.
Moreover they still require a considerable amount of data compared to what is available for Optic Cup
segmentation. But these methods don’t leverage knowledge specific to the domain. This can be lever-
aged for better performing methods methods.

In case of Optic Cup segmentation this extra domain specific knowledge is that the Optic cup is a
bulge in the retina. And thus since Fundus images are 2D projections of these 3D objects the vessels
passing through OC boundary have a characteristic bend. Since OC is characterised by 3D depth map,
the vessel bends become crucial for indicating the depth change observed at the OC boundary [17]. So
instead of generating annotations the proposed method uses different OC, OD and vessel masks from
arbitrarily different images as inputs to generate new realistic images. Since the masks are obtained
from different images, the vessel bends and the OC edge may not coincide. To ensure that the vessels
bend at the edge of the new OC, the vessels are pre-processed(explained in sub-section2.2.3). Since
the provided annotations are from real images, they are more reliable and have an anatomically correct
structure and thus reduce the information network has to learn in order to synthesise realistic images.

We later show the effect of generator architecture on the image quality and also the usability of those
images for optic cup segmentation. In the next chapter we compare this method to a more straight
froward image synthesis method where the annotations are generated along with the images.

Figure 2.1 Comparison of synthetic image generation using different approaches. Left to right: Results
of [6],[47] and the proposed method.
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Figure 2.2 The GAN architecture used to generate images of the ONH region

2.2 Method

Given a set of OD, OC and vessel masks as input, the proposed method employs a GAN to generate
realistic Fundus image of the ONH region. The network is trained on real images and their correspond-
ing OC, OD and vessel masks. In order to get new examples, various permutations of vessel, OC and
OD masks are sampled from different images and preprocessed to ensure that the sampled masks are
compatible. The details of the proposed method are explained below.

2.2.1 Training GAN

The GAN architecture used to generate the synthetic images is depicted in Figure.2.2. The gen-
erator takes an OC mask, an OD mask and a vessel mask and outputs a 3-channel RGB image. We
experimented with four different generators, their details are explained further in sub-section 2.2.2

For all four generator architectures we use the same discriminator. The discriminator, D, is a five
layered fully convolutional network (FCN) with each convolution layer using 3x3 kernels and Leaky
RelU activation function. The first layer has 32 filters and the number of filters are doubled in each
successive layer. The final layer has only 1 filter and a sigmoid activation with output size of 16x16.

The two networks are trained alternately where the discriminator attempts to tell a real image from
a synthetic one and the generator tries to generate images that can fool the discriminator. After one
iteration (mini batch) of training the discriminator, to train the generator the discriminator layers are
frozen and the network optimizes three loss functions : adversarial loss (Ladv) , structural loss (LSSIM )
and absolute difference (Labs).
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Here G denotes the generator and D denotes the discriminator. v , c and d are the vessel mask, OC
mask and OD mask and r is their corresponding real image.

Ladv(G;D) = E(v;c;d);r�pdata((v;c;d);r)[log(D((v; c; d); r)]+

E(v;c;d)�pdata(v;c;d)[1� log(D((v; c; d); G(v; c; d))]

E(v;c;d);r�pdata
represents the expectation of the log-likelihood of the sample ((v; c; d); r) being sam-

pled from the probability distribution of real images pdata.
Structural similarity index (SSIM)[41] is used to compare the perceived structural similarity between

generated (G(v; c; d)) and real (r) images.

SSIM(p) =
2�rp�G(v;c;d)p

+ c1

�rp
2 + �G(v;c;d)p

2 + c1
�

2�rp;G(v;c;d)p
+ c2

�rp
2 + �G(v;c;d)p

2 + c2

where, rp and G(v; c; d)p are patches of size 4x4 around the pixel position p; � represents mean
intensity of the patches, � represents the standard deviation of the intensity of the patches and c1, c2 are
constants. LSSIM loss is defined by reducing the average SSIM between all the patches in synthesized
and real images.

LSSIM = 1� 1

N

X
p2(G(v;c;d);r)

SSIM(p)

Labs reduces the absolute difference between the images and captures the finer details.

Labs = E(v;c;d);r�pdata((v;c;d);r)[jG(v; c; d)� rj]

The overall loss function is the weighted sum of above three loss functions[3].

Loss = Labs + w1 � LSSIM + w2 � Ladv;

where w1, w2 determine the contribution of LSSIM and Ladv to the total loss function. For our
experiments, parameters w1 and w2 were set to 5 and 1 as we observed that higher w1 led to faster
convergence.

2.2.2 Generator architectures

The quality of image being generated heavily depends on the choice of generator. In other pix2pix
applications a plain U-Net or a Plain Resnet have been used. We arrange these networks in two different
arrangements as shown in Figure. 2.3, where each of the block represents either a Unet or a Resnet.
Thus, we have four generator architectures: i)G1-Unet, ii) G1-Resnet, iii) G2-Unet and iv) G2-Resnet.
The models in G1 configuration had 4 times as many filters to their G2 counterparts thus had approx-
imately the same number of parameters. The G1 arrangement is a plain Unet/Resnet in which the 3
inputs(OC, OD and vessel) are stacked together along the channel axis and given to the network which
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Figure 2.3 Two different arrangements for the generators each of the block is a U-net or ResNet.

outputs an RGB image. Whereas, the G2 arrangement has three parallel networks, Gc, Gd, Gv each
of which takes in an OC mask, an OD mask and a vessel mask respectively. The output of these three
networks is then provided as input to another network, Gm which merges them outputs a 3-channel
RGB image. For each of the U-Nets each step of the encoder has a convolution layer with 3x3 kernel
size and 1x1 stride followed by another convolution layer with 2x2 strides for down-sampling. At each
downsampling step the number of filters is doubled. At each step of the decoder we have concatenation
of the corresponding feature map from the encoder. This is followed by a convolution layer with 3x3
kernel size and 1x1 stride and a transposed convolution layer with 2x2 kernel size and 2x2 stride, up-
sampling the feature maps. At each upsampling step the number of filters is halved. Each layer in both
encoder and decoder has Leaky RelU activation and is followed by batch normalization. For G2The first
step of the encoder has 64 filters which are doubled at each step. While, for the decoder the filters are
halved at each step. The U-nets finally have a final convolution layer with 3 filters, 1x1 stride and a
tanh activation. The Unet in G1 arrangement follows the same architecture but has four times as many
filters at each layer. In the Resnet versions the ResNet has 9 ResNet blocks. Each ResNet block has 2
convolutional filters each of which have 64 filters and are followed by a batch normalization layer. The
input the of the renset block is then added to the output of the second convolutional layer on which a
Leaky RelU activation is applied.

2.2.3 Generating new examples

To generate new images we randomly pick vessel mask VA, optic cup maskOCB and optic disk mask
ODC from three random images A,B and C respectively. It is ensured that the following anatomical
constraints are satisfied:

1. OCB is contained within the boundaries of ODC
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2. The vessels VA bend at the edge of OCB .

The first constraint is easily verified by checking intersection of the binary masks. If the sample does not
satisfy the first constraint then it is discarded. For the second constraint a transformation T is applied
on the vessel mask VA. Since the vessels in VA bend at the edges of OCA, T is obtained by registering
OCA to OCB using a B-spline registration based on [35]. Then T is applied to VA to obtain V 0A to
ensure that the vessel bends in V 0A are now moved to the OCA boundary.

The new transformed vessel V 0A along with OCB and ODC are given to the trained network to
generate new synthetic images.

Figure 2.4 (a)B-spline registration of OCA onto OCB to get the transformation T , (b) Applying the
transform T onto VA to get V 0A
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