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Abstract

Optical Character Recognition (OCR) for Indic scripts faces severe
performance drops when models are deployed in domains with un-
seen fonts, degraded print quality, or complex background common
in historical and low-resource archives. Annotating new data for
each domain is costly and often impractical.

We present a label-free adaptation framework for Indic printed
OCR requiring zero manual annotations. Our method uses an itera-
tive semi-supervised training pipeline, starting from a pre-trained
OCR model and refining it with high-confidence pseudo-labels from
large unlabeled word-image corpora. A confidence-based selec-
tion mechanism filters noisy predictions, enabling effective domain
adaptation even under heavy image degradation. Our adapted OCR
demonstrates superior performance on degraded, historically sig-
nificant documents featuring diverse printed fonts and multiple
Indic languages. The proposed approach enables scalable and effi-
cient OCR adaptation across varied domains and archive conditions
by eliminating the need for manual annotations. It is particularly
suited for large-scale digitization projects in multilingual, resource-
constrained settings. All code and models will be publicly released
to foster further research and real-world adoption.
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1 Introduction

India has a long heritage of education and knowledge. Libraries
and knowledge bases are a pivotal part of our culture. Indian digital
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Figure 1: Top: Word images from the clean, annotated source
dataset used to train the pretrained model. Bottom: Samples
from the target dataset, containing degraded and visually
challenging text instances.
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open source libraries play a pivotal role in preserving and pro-
viding access to extensive collections of books, including many
historical and culturally valuable texts. National Digital Library of
India (NDLI) [24], Shodhganga digital repository [9], and Parlia-
ment Digital Library [8] have 35M books, 6M, 5M digital pages,
respectively, over multiple languages and cultures. The quality of
these documents greatly varies due to print quality, fonts, and phys-
ical degradation. Optical Character Recognition (OCR) has long
been a cornerstone of document analysis, evolving from traditional
rule-based [35] and statistical approaches [11] to advanced deep
learning models [31, 46]. An essential step in large-scale book digi-
tization, such as digital libraries [1-3, 43], is accurately recognizing
printed text using OCR systems. However, the collection diversity,
including books, manuscripts, and magazines, introduces various
challenges.

The traditional supervised learning paradigm relies on curated
annotations to achieve high performance [15], which is labour-
intensive and often struggles out-of-domain.

OCR systems trained on a single, clean dataset often struggle to
generalize across style, background, font, print quality, leading to
high recognition errors. While fine-tuning OCR models on specific
target domains offers a potential solution, their effectiveness is
constrained by the limited availability of labeled data and the high
cost of manual annotation. It underscores the need for approaches
that can adapt OCR models to new domains with minimal or no
additional labeled data.
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In order to make use of the unannotated data, semi-supervised ap-
proaches like pseudo-labeling have recently become popular, where
proxy labels are generated for the unannotated images. Frinken
et al. [19] showed that by utilizing the unlabeled data in addition
to a fraction of the labeled data, they were able to boost the per-
formance of an existing handwriting recognition system on a new
target dataset.

Inspired by previous works, to address the high cost and time
requirements of manual data annotation, semi-supervised learn-
ing has emerged as a compelling alternative [23]. Our framework
uses high-confidence predictions from a pre-trained OCR model
as pseudo-labels to iteratively adapt the model, eliminating the
need for labeled target data. By exploiting large volumes of readily
available unlabeled Indic document images — sourced from repos-
itories such as the Digital Library of India', Lok Sabha records?
and State Assembly archives® — the method boosts recognition
performance even in resource-scarce settings, without assuming
significant domain shift.

Unlike traditional supervised methods that depend heavily on
labeled data, our approach scales efficiently and provides a robust
mechanism for adapting OCR models to new domains. Inspired
by Mor and Wolf [34]’s work, our method is built on the founda-
tional assumption that high-confidence predictions approximate
human-annotated labels well enough to guide effective learning
without substantial domain shifts. Experimental results show con-
sistent Word Recognition Rate (WRR) improvements across multi-
ple Indic languages, including Hindi, Punjabi, and Kannada. These
findings highlight the strength of the proposed adaptation strategy
in enhancing pre-trained models with minimal supervision.

The key contributions are summarized as follows:

e Label-free Adaptation Framework: We introduce a semi-
supervised training framework that adapts a pre-trained In-
dic OCR model to a new domain using only high-confidence
pseudo-labels from the target dataset, requiring no additional
manual annotations.

o Iterative Domain Adaptation at Scale: Through itera-
tive semi-supervised training, our method consistently im-
proves Word Recognition Rate (WRR) by 4% for Hindi, 5% for
Punjabi, and 5% for Kannada on degraded and font-diverse
printed collections, without relying on labeled target data.

e Multi-Lingual Adaptation: We demonstrate the frame-
work’s applicability across Indo-Aryan and Dravidian lan-
guage families, evidencing robust linguistic generalization
for diverse Indic scripts.

2 Related Work

Deep Learning in Text Recognition: Early methods of printed
document recognition heavily relied on sequential classifiers, such
as Hidden Markov Models (HMMs) [16] and graphical models like
Conditional Random Fields (CRFs) [42]. These models process entire
line images without the need for explicit segmentation into words
or characters. However, their limited ability to capture long-range
dependencies in text sequences was a significant challenge.
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To address the challenges in sequence modeling for both printed
and handwritten text recognition, Long Short-Term Memory (LSTM)
networks have become the standard approach due to their ability
to retain information over longer periods. Notably, the work of
Graves et al. [22] was among the first to demonstrate the effective-
ness of LSTMs in recognizing handwritten text. These architectures
are adapted to handle printed text across various scripts and lan-
guages [14, 44].

The rise of deep learning further revolutionized the field, par-
ticularly through using Convolutional Neural Networks (CNNs)
for visual feature extraction. Recent studies have shown that CNN-
based feature extractors achieve state-of-the-art performance on
various scene text datasets [41].

Building on these advancements, Convolutional Recurrent Neu-
ral Networks (CRNNs) are introduced, combining CNNs for spatial
encoding with Recurrent Neural Networks (RNNs) for sequence
modeling. CRNNs have demonstrated superior performance to tra-
ditional bidirectional LSTM (BLSTM) networks in printed document
recognition tasks [18, 30].

More recently, attention-based encoder-decoder architectures
have gained prominence for character sequence prediction. These
models allow dynamic focus on different regions of the input image
during decoding, significantly improving robustness and recogni-
tion accuracy, particularly in complex and cluttered text scenar-
ios [28, 45, 49].

Learning with Limited Supervision: Due to the high com-
putational cost of training DNNs from scratch, it is now standard
practice to pre-train models on large-scale generic datasets and
then fine-tune them on domain-specific data. For example, OCR
models have been adapted by pre-training on ImageNet and later
fine-tuning on historical documents [49]. However, the gains in
character recognition were often marginal due to the significant
domain mismatch — ImageNet’s natural images differ greatly from
document images in terms of degradation, font, and layout charac-
teristics.

While fine-tuning can yield improvements, it still requires a
non-trivial amount of annotated data and does not fully exploit the
abundance of unlabeled data that is often available. This limitation
has motivated interest in semi-supervised learning, which lever-
ages labeled and unlabeled data. Techniques like pseudo-labeling
where high-confidence predictions on unlabeled images are treated
as training targets have proven effective across tasks, including
handwriting recognition. Studies have shown that combining a
small labeled subset with unlabeled data can yield performance
comparable to fully supervised models [29, 48], demonstrating the
potential of SSL to reduce annotation burdens while maintaining
generalization [27, 37].

In recent developments pertinent to our work, [47] utilises At-
tributeCNN [10] with available lexicon for word spotting and a
self-supervised recognition with binary cross-entropy for English
Handwritten documents. Unlike prior work, our method focuses
on improving word-level recognition performance using a CRNN-
based algorithm [38] with CTC loss by incorporating large-scale
unlabeled dataset from Indic Scripts. By integrating finetuning
with an annealing confidence-driven self-training loop, our method
demonstrates robust adaptation and improved recognition accuracy
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Figure 2: Hindi, Punjabi, and Kannada samples from the target dataset, illustrating degraded print quality typical of old,

low-resolution documents.

in low-annotation settings. It establishes our work as a step forward
in developing scalable, annotation-efficient OCR systems adaptable
to diverse linguistic settings.

Emergence of Large Dataset: Recent advancements in deep
learning attract large data collections [12]. There are publicly avail-
able libraries [4, 7], repositories [1, 5, 6] that provide free access to
millions of books and journals. Digital libraries, repositories, and
archives provide massive page-level collections. Garris et al. [21] ar-
gues that the quality of these collections varies significantly due to
scanning quality, physical damage, and non-homogeneity of fonts. It
challenges traditional Deep Learning paradigms, as the domain gap
between clean training data and degraded real-world documents
leads to poor generalization and unreliable performance. Unlocking
the potential of this data necessitates sophisticated pre-processing
and applying techniques like self-supervised and semi-supervised
learning.

3 Dataset
3.1 Training and Seed Datasets

The training dataset consists of two subsets. Collection-1is a smaller
set containing manually annotated word-level images used to train
the existing pre-trained model. Collection-2 is a large, carefully cu-
rated collection of unannotated word-level images. Representative
word-level and page-level samples from these subsets are shown
in Figure 1 and 2, respectively. A non-zero Kullback-Leibler (KL)
divergence between collection-1 and collection-2, evaluated across
both training and testing datasets with respect to the seed dataset,
indicates that the long-tail distribution is effectively maintained
throughout the process.

Large Unannotated
Word Level Images

~5000 samples [~100000 samples

Unannotated Unannotated Word
Word Level Level Training
Testing Imag ges(n) A

Pre-trained Low Confident|

Model current - labels
Generated model Sorting (n~0.3n)

based on
Labels Generated Threshold -
Labels High cc
labels
Human (np~0.7n)

verification|

Testing
Set
—

Testing Set

Training Set

Figure 3: Annotation workflow with visual verification,
where language experts separate correct predictions from
incorrect ones.

The controlled annotated word-level images play a crucial role
in establishing a strong supervisory signal, especially during the
initial phases of model training. A defining feature of this seed
dataset is its intentional selection from a data distribution that
doesn’t differs from the one used to train the original pre-trained
model (Collection-1). This strategic choice is essential for rigorously
assessing the model’s robustness to domain shifts and ability to
adapt to new data contexts.
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3.2 Test Datasets

We curated a new, high-quality test set for each language to assess

the model's generalization ability on the data distribution repre-
sented byCollection-3The process began by selecting over 5,000,
7,681, and 7,086 candidate samples ffootlection-2f Hindi, Pun-
jabi, and Kannada, respectively, which were initially evaluated using
zero-shot inference from the pre-trained model. These predictions,
along with the corresponding image samples, underwent meticu-
lous human veri cation and annotation to ensure the accuracy and
reliability of the nal test set.

Collection | Language | Source Ann. | Purpose #Words
Hindi Lok Sabha Yes Seed Training 3,000
Collection-1| Punjabi Vidhan Sabhg Yes | Seed Training 5,000
Kannada | NDLI Yes | Seed Training 3,000
Hindi Lok Sabha No Training 1,30,574
Collection-2| Punjabi Vidhan Sabha No Training 1,00,634
Kannada | NDLI No Training 80,566
Hindi Lok Sabha Yes Testing 5,000
Collection-3 Punjabi Vidhan Sabhg Yes | Testing 7,681
Kannada | NDLI Yes | Testing 7,086

Table 1: Statistics of the labeled seed training set, unlabeled
training set, and labeled test set for Hindi, Punjabi, and Kan-
nada. Collection-1 is a small, manually annotated dataset
used for initial training.  Collection-2 is a large, unannotated
dataset used for semi-supervised training. Collection-3 serves
as the evaluation set and is manually annotated, sampled
from the same distribution as Collection-2 to assess domain-
speci ¢ generalization.

3.3 Data Curation and Annotation

The Hindi dataset was sourced from Lok Sabha parliamentary
proceedings 37 from 1960 to 1970. Fd?unjabi, historical legisla-
tive records from the 1963 Punjab Vidhan SabBf proceedings
were utilized. TheKannada dataset was curated from a diverse
collection of historical documents (1900 2000) available through
the Digital Library of India (DLI) R4. Word-level images were au-
tomatically extracted using Tessera@9, resulting in unannotated

Manna, et al.

Figure 4: Word length distribution for Hindi, Punjabi and
Kannada datasets. Word lengths range primarily from 2 to 7
characters, with average values appearing fractional due to
mean aggregation.

languages. Words exceeding 10 characters are rare, and their fre-
quency declines sharply as length increases for Hindi and Punjabi.
Kannada has a larger number of long words than other languages.

Aula et al.[13 highlight that fading, broken characters, and
noise are among the most common defects in historical documents.
These issues often stem from physical and environmental factors
that degrade image quality over time. For instance, abrasion (i.e.,
fading) can lead to incomplete glyphs, while bleed-through intro-
duces unwanted background artifacts that interfere with OCGR][
Cockling, or the wrinkling of paper due to humidity, further distorts
word shapes. Additionally, quality-related nois2() includes stains,
uneven illumination, shadows, spots, and colored backgrounds
typically resulting from aging, physical damage, or suboptimal scan-
ning conditions. Abrasion is identi ed by detecting regions with
low edge density in text areas, wrinkling is characterized by mea-
suring local curvature in intensity patterns, and noise is estimated
using a high-pass lIter variance to capture background distortions.
As illustrated in Fig. 2, samples often exhibit multiple overlapping
defects, highlighting the complexity of degradation in real-world
historical scans, as expected in historical documents.

4 Methodology

training sets comprising approximately 130,574, 100,636, and 80,5664_.1 Pre-trained Model

word-level images for Hindi, Punjabi, and Kannada, respectively.

For evaluation, test sets containing 5,000 (Hindi), 7,681 (Punjabi),

and 7,086 (Kannada) word-level images were curated from the same
respective distributions. Text predictions for these samples were
initially generated using a pre-trained OCR model and subsequently
veri ed and corrected through a human-in-the-loop process to
construct high-quality, manually annotated validation sets. Fig. 3
illustrates the pipeline for training and test set creation.

3.4 Dataset Statistics:

Table 1 provides language-wise statistics €@ollection-1Collection-

2, andCollection-3Fig. 4 illustrates the word length distribution
for Hindi, Punjabi, and Kannada. The data reveals a right-skewed
distribution, with shorter words being more frequent. Most words
fall within the 2 7 character range, with a mode around 3 for both

The pre-trained model as shown in Fig. 5 is trained on Mozhi
dataset [33].

Figure 5: Illustrates architecture of pre-trained model.

The CRNN model3g excels at recognizing variable-length text
by combining CNN-based feature extraction, RNN-based sequence
modeling, and CTCI7] transcription in an end-to-end architecture.
This design removes the need for costly character-level segmenta-
tion, making it well-suited for large-scale datasets. CNNs extract
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sequential features from the input image, RNNs capture contextual

Algorithm 1: Iterative Semi-supervised Training with Dy-

dependencies, and CTC decodes the sequence by collapsing repeti- namic Con dence Threshold.

tions and removing blanks, enabling accurate transcription without
page-level labels.

Figure 6: Overview of the proposed pipeline for semi-
supervised training for adapting existing Indic OCR. The
model iteratively re nes itself using high-con dence pseudo-
labels until convergence either when performance satu-
rates or the number of con dently predicted samples de-
clines.

Our proposed pipeline (see Fig. 6) adopts a semi-supervised
learning framework to boost word-level recognition performance,
especially in low-resource settings with limited annotated data.
Built on the semi-supervised training paradigm, the model itera-
tively re nes itself by generating high-con dence pseudo-labels
from unlabeled samples. These pseudo-labeled examples are then
incorporated into the training pool, enabling the model to learn
from a much larger dataset than manual annotation alone would
allow [25].

4.2 Initialization and Pseudo-Label Generation

Input: * : Unlabeled data pool
! o: Initial labeled seed set
eo;: Held-out validation set
" o: Initial model
oo: Initial con dence threshold
: <0G . Max iterations
=: Early stopping patience

Output: " : The optimal model
Initialize:
ol "o, ? 0

Acc o* g0 9 W
for : 2 fls"""es9ggdo
/I Generate pseudo-labels with current
confidence g

10 f1 GO jG2*e10eP =" 132 qg
if 19=: or? =then

| break
end
/I Augment data, fine-tune, and evaluate
Lot 1® «  x nfGjiG.2210
" 0 FineTune" ¢ !°

0  Acct" O E0°
/I Update best model based on validation

accuracy
if O; then

‘ O, " " O, 2 0
end
else

| 2 2,1
end

if : mod 10 = Othen
g g 095; /I Anneal threshold every 10

iterations
Given a large unannotated corpus of word-level imageswe rst end
pass each sample through a pre-trained modglThis results in end
a pseudo-labeled dataset = f je~ %1 ge~%""* _+~°g where
~g represents the pseudo-label (predicted transcription) of word- __return !
level imageg. Each prediction is associated with a con dence score.
To distinguish reliable predictions, we apply a con dence-based
thresholdg 2 »0»1/and partition the dataset into two disjoint in* , we estimate the network's con dencé by computing the log
subsets: probability distribution from model' gover the character classes
in our vocabulary, as shown in Eq. 4, whePgdenotes the RNN's
9 .. suchthat \ . =;e [ .= « predicted probability at each time ste
h=fg2 j\o'@ @82 »l?ug 2
1=f 2 j\oi@ YV g822, Iy @3) Condence= log™?e “)

Here, contains the high-con dence pseudo-labeled samples

&1
A xed con dence threshold can restrict sample selection early

used for further semi-supervised training, while. holds lower- on and cause con rmation bias later. In contrast, fully adaptive
con dence predictions that are excluded to maintain label quality. thresholds risk introducing low-quality pseudo-labels, especially

. for challenging or minority classes. To address this, we use a hybrid
4.3 Choice of threshold ( g) strategy starting with a 0.95 threshold, then lowering it by 5%
In semi-supervised learning, selecting an appropriate con dence every 10 epochs to a minimum of 0.5. This schedule enables the
threshold for pseudo-labeling is crucial. For each unlabeled sample model to learn from reliable samples rst, then gradually expand to
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